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Abstract

This paper addresses  the problem of learning to drive a robot 
over rough terrain as might be found after a disaster such as 
an earthquake. At present, rescue robots are tele-operated, 
either under radio control or through a tether. Tethers limit the 
range of the robot and can become tangled and under radio 
control, the robot may go out  of range and lose 
communication. Therefore, some degree of autonomy is  very 
desirable. Most previous attempts at autonomous traversal of 
rough terrain have adopted the classical approach of path 
planning based on models of the vehicle and terrain. 
However, it is extremely difficult to construct a model of the 
interaction of a tracked robot with loose rubble and debris. 
Nevertheless, human operators are able to drive robots over 
this  kind of terrain. Behavioural cloning is a natural technique 
to  use on such a case. We capture traces of an operator's skill 
as he drives the robot over a field of rubble. These traces are 
used by a learning program to create a set of control rules  that 
model the operator's skill. There are two features that 
distinguish this work from previous research in behavioural 
cloning. The first is that the state of the system at the time an 
operator's  action is  taken, is characterised by the contents of a 
range image from a 3D camera. Thus, the input to the learning 
program is extremely complex, requiring a relational 
representation. The second unique aspect of this work is a 
comparison of two distinct approaches to behavioural cloning. 
In one, we assume that the operator only has a limited ability 
articulate some aspects of  his skill, so we rely heavily on 
induction from the training data. In the second approach, we 
provide the operator with tools  to give strong guidance to the 
learning system.

Introduction
One of the main premises of Behavioural Cloning (Michie 
et al,  1990; Sammut et al 1992) is that skills are 
predominantly sub-cognitive and therefore not available to 
introspection. Consequently, if we wish to model a skill,  the 
only way of characterising it is to observe the skill being 
performed. However, it is now well established that humans 
possess two different types of memory: declarative and 
procedural. Declarative memories are of objects and events 
and can be accessed by conscious effort. Procedural 
memories are often concerned with motor skills and these 
are retrieved and used subconsciously. With the exception of 
Urbančič and Bratko (1994), most work on Behavioural 
Cloning has focussed on reconstructing a skill by applying 
machine learning to traces of human behaviour. That is, it 
has been assumed that all of the skill is represented in 
procedural memory. Urbančič explored the effects of skilled 
operators describing a strategies for controlling a container 
crane to novices. Thus, the skilled operator is drawing from 
declarative memory. One of the difficulties in drawing on 

declarative memory is that it is not clear if the memory is a 
true representation of a past event or if it is a reconstruction 
which may or may not be accurate.

In this paper, we present two approaches to reconstructing 
the skill of driving a robot over rough terrain. The first 
approach employs traditional behavioural cloning, where the 
behaviours of a skilled operator are recorded over several 
driving trials. The second approach uses an incremental 
knowledge acquisition technique that allows the operator to 
describe some of the knowledge that is believed to be used 
in decision making. This relies on the operator's declarative 
memory of observations during the execution of the skill. 
These experiments are on-going. The ultimate aim is to 
compare the methods to determine if the commentary 
provided by the operator is beneficial to reconstructing the 
skill.

Our experiments are performed in the domain of an urban 
search and rescue robot traversing rough terrain. At present. 
all such robots are remotely controlled by human operators. 
However, there are circumstances in which autonomous 
control is desirable. Once a robot has entered a building, 
communication is often hampered by building structures, 
debris, interference from other devices, etc. Since we 
already have user interfaces for driving the robots, it is 
relatively easy to capture the information presented to the 
driver, along with his or her control actions,  thus, providing 
the input for learning.

In previous work, such as learning to fly an aircraft in a 
flight simulator (Sammut et al, 1992; Isaac & Sammut, 
2003), it was relatively easy to prepare training data for the 
learning algorithms since the data consist of numerical 
values derived from the aircraft's instruments. Each time a 
pilot in the simulator performs a control action, such as 
moving the joystick or adjusting the throttle, the action, 
along with the instrument settings, are recorded. Traces of 
several flights are then input to the learning program, which 
outputs a set of control rules. This process is much more 
difficult when we seek to control a robot because the raw 
training data consist of depth images from a 3D camera. 
There are several challenges for machine learning that 
distinguish this work.
• The transformation of the raw data into a representation 

that is amenable to learning is much more complex than 
most previous work on learning by imitation.

• Any representation for this domain produces a very large 
feature space.

• There is a dominant class, viz.  drive straight,  that masks 
that rarer, but critical, decisions about when to turn.

In the following sections we describe the robot used in our 
experiments and the problem domain. We then discuss the 
representation problem and our solution. This is followed by 



a description of the two approaches used: machine learning 
and incremental knowledge acquisition. Finally, we describe 
our evaluation and give results.

Urban Search and Rescue
Whether they are caused by fire, earthquake,  landslides or 
other acts, disasters almost always produce chaotic 
environments that are unstable and difficult to traverse. This 
poses dangers to rescuers as well as victims. To reduce the 
risk to rescuers, robots can be used to perform the initial 
surveillance of a disaster site, creating maps and reporting 
back the location and state of victims so that the incident 
commander can plan the rescue operation. As we discussed 
previously,  it is desirable for USAR robots to act 
autonomously but this is extremely difficult to achieve 
because it requires advances in many areas of robotics and 
AI.  Among these, is the problem of locomotion over rough 
terrain. This is partly a problem for mechanical engineers 
but it is also a challenge for AI since locomotion often 
requires complex decision making, regardless of the type of 
vehicle used.

As well as the technical problems of how to achieve 
autonomous operation there is also a methodological one. 
How does one evaluate the performance of a USAR robot 
and compare it with other systems? In Machine Learning we 
are used to using standard data sets for comparison. In 
robotics, competitions serve the same purpose. Independent 
parties construct test environments in which researchers run 
their robots to be judged according to pre-specified criteria. 
For evaluating locomotion, the U.S. National Institute for 
Standards and Technology (NIST) has developed a testbed, 
called a step field, which is a course consisting of a loose 
array of blocks that can be arranged in random order to 
simulate arbitrary terrain configurations. Step fields are 
using in the RoboCup Rescue Robot League and other 
competitions.

One palette in a step field  consists of 11 x 11 wooden 
blocks of varying heights, between 4.5cm and 36cm, 
arranged in a grid. Any number of palettes can be arranged 
in rows or side-by-side. This is intended as an 
experimentally reproducible representation of the type of 

rubble one would find at a disaster site. The blocks are not 
securely fastened, so the terrain can change based on the 
actions of the robot.  In rescue robot competitions so far, all 
robots attempting to traverse step fields have been tele-
operated. Even with a human operator, it is not easy to drive 
a robot so that it can successfully traverse a straight row of 
palettes,  let alone perform more complex manoeuvres like 
turning or backing up. It is common for robots to get hung 
up on protruding blocks or wedge themselves between 
blocks so that the can neither go forwards or backwards. If 
the robot approaches a slope incorrectly, it may flip or roll 
over.

The task we have set for these experiments is to drive 
straight over two adjacent palettes without getting stuck. 
The results are averaged over several runs with randomly 
rearranged configurations of step fields. We compare this 
against the performance of a human operator who, even 
though an experienced driver, did not achieve a 100% 
success rate.

For these experiments, we used a robot, called CASTER 
(Figure 1), which is built on a Yujin Robotics Robhaz DT3 
base (Yujin Robotics, 2005). We have added a sensor head 
mounted on an extensible arm. The vehicle has two pairs of 
differentially driven rubber tracks for locomotion.  The 
robot is articulated in the centre, allowing it to follow terrain 
such as stairs. The DT3 robot base can move in highly 
unpredictable ways on unstructured terrain due to its length, 
suspension and skid-steering properties. Two main concerns 
are getting stuck on an obstacle (e.g. an object lodging 
under the body of the robot) and flipping or rolling the robot 
when it attempts to climb an obstacle that is too high.

The core of CASTER's mapping and 3D sensing 
capabilities lies in the range imager (Oggier et al, 2004). 
This is a camera that provides distances rather than colour 
values for each pixel. The addition of an accelerometer to 
measure tilt and roll enables the production of textured, 
level 3D reconstructions of the imaged scene. Each image 
has a resolution of 176 x 154 pixels of range data. That, plus 
the three values representing the  roll of the robot and the 
pitch of the front and rear segments amount to a total of 
nearly 25,000 continuous dimensions in sensor space.

Figure 1. CASTER Robot with  SwissRanger 3D camera mounted at top of mast and 
a false colour range image produced by the camera.



Machine Learning
The standard approach for most problems in robotics is to 
model the interaction of the robot with its environment and 
derive a control law to achieve a specified goal. For our 
problem, the interaction is so complex that modelling 
becomes extremely difficult. This is particularly true 
because the blocks in the step field are loose and can easily 
be dislodged by the robot, giving rise to a high degree of 
uncertainty in the behaviour of the system. This uncertainty 
also makes path planning difficult.  Thus, we have a problem 
for which learning seems to be the right approach. We don't 
know how to find an analytical solution but we do know that 
humans are capable of finding a solution (most of the time). 
Therefore, we capture traces of a human operator's 
performance,  that is the control actions performed and the 
state of the system at the time the action was taken, and use 
these data to train a machine learning program.

One of the disadvantages of learning with real robots is 
the amount of time and effort it takes to run trails,  compared 
with running in simulation. However,  we take Brooks’ view 
that the word is its own best model (Brooks, 1991) and 
building a simulator to accurately model the problem would 
be very difficult. We have structured these studies as a series 
of experiments of increasing complexity. Previous work in 
behavioural cloning has employed different approaches to 
building a controller. The simplest form is to construct a set 
of situation-action rules (Sammut, 1992). A more complex 
controller can be built as a layered architecture (Isaac & 
Sammut, 2003) in which the system learns what goals it 
should try to achieve at any point in the task and also learns 
what actions should be taken to achieve those goals. We 
have used the situation-action model for the present work. 
Future studies will examine learning goal-directed 
controllers.

Initially, our goal is to develop a system that can 
autonomously drive in a straight line over obstacles such as 
step fields. Subsequent work will examine more complex 
issues, particularly turning on the step field. Note that while 
simplified,  driving in a straight line over a step field is still a 
highly non-trivial process as the terrain will cause the robot 
to veer from side to side and at times it may be necessary to 
aim off-centre to avoid obstacles or to hook the robot's 
tracks onto desired parts of the terrain.

Situation-action behavioural cloning consists of three 
stages: the gathering of training data, building of the clone 
and execution of the clone. During training, at each step the 
situation is presented to the operator who chooses the next 
action. This continues until the task is complete. The clone 
is built by first extracting features from the recorded 
situations, in this case the range images and accelerometer 
data, to form a vector that numerically represents the 
situation. The corresponding actions become class labels 
and the problem treated as a supervised classification task. 
Finally, the clone is executed by sensing the situation, 
extracting the representative feature vector and applying the 
classifier built in the previous stage to determine the 
appropriate action. This process repeats for each time step 
until the task is complete.

The operator was instructed to drive the robot over the 
step field as quickly as possible. We chose an experienced 

operator for these experiments who had approximately 50 
hours of driving experience. Training runs, during which the 
human operated the robot, were started with the robot 
approximately lined up with the centre of the step field with 
the exact position varying slightly between runs. The 
operator, based only on the scene observed through the 
range imager, chose the direction to travel in.  The robot 
proceeded along this path for one second, then paused. The 
operator then had to make a choice again. This constituted a 
single step.  The experiment terminated when the robot had 
completed two step fields (defined as the sensors only 
seeing the floor outside the last step field). 

For each step, the images seen by the range imager,  the 
front and back pitches of the robot and the roll of the robot 
and the action performed by the operator were recorded. At 
the end of a run, the operator turned the robot around and 
performed the next run in the reverse direction. The operator 
drove back and forth over each sequence of step fields for 
around 90 minutes, yielding between 8 and 10 successful 
runs (runs where the operator tipped the robot or which 
resulted in the robot becoming “stuck” were regarded as 
unsuccessful and discarded but noted for statistical 
purposes). The step field was then changed to a new 
standard configuration, and the process repeated 5 times, 
yielding 10 unique configurations.  The configurations 
varied in difficulty; the test operator was able to achieve 
100% success on some while only 57% on others. The same 
sequence of step fields in two different directions could 
yield quite different success rates.  In addition, the step fields 
tend to be very unforgiving to mistakes. An otherwise very 
easy sequence of step fields to traverse may become 
impossible due to a single error in driving the robot.

Terrain Representation
An appropriate representation is vital for machine learning 
of this nature (Kadous et al, 2006). The action space 
consists of two continuous dimensions (speed and turn rate). 
We represent the actions CASTER can perform as one of 
those typical of a vehicle: forward left,  forward, forward 
right, spin left, spin right, reverse left, reverse and reverse 
right. 

The robot provides raw sensor data in the form of a 176 x 
144 pixel range image as shown in Figure 1, in addition to 
the accelerometers. In total, there are approximately 25,000 
continuous values in sensor space. Using the raw sensor 
data as the state space representation is unfeasible. In 
determining a suitable situation representation, one source 
of information is the operators themselves. We asked a 
number of robot drivers to reflect on their mental 
representations of terrain whilst driving and came up with 
two broad categories of features. The general lay of the land 
within one robot length of the robot (flat, uphill, downhill) 
governs general approach such as the need for extra traction 
to climb or use gravity to overcome local obstacles. 

Features within 40cm of the robot, especially those 
directly in front of the tracks, limit the possible actions that 
can be taken. For example, ruts in the direction of travel 
should be avoided or approached diagonally whilst the 
tracks should be aimed at tall protrusions to maximise 



traction and ground clearance, except when they were tall 
enough to tip the robot.

The subjective comments made by the operators were 
confirmed by using an eye-tracking system to monitor what 
the operator attended to most.  It was clear that the operator 
spent most of his time looking at the area directly in front of 
the tracks, very occasionally looking further forward for 
some long-range obstacle avoidance. Our representation 
attempts to capture these features. First an image processing 
step removes portions of the range image that correspond to 
the robot itself. A point cloud in robot-centric co-ordinates is 
then generated from the range imager data. This is 
segmented into regions of interest (ROI), which are shown 
in Figure 2. For each ROI, three values a, b and c represent 
the roll, pitch and height of the plane of best fit through the 
points in that region. Three values x, y and h representing 
the location of greatest vertical protrusion (above or below 
the plane of best fit) out of all the points in this region from 
this plane, are then computed for a total of six values for 
each ROI.

Learning
Since the number of features, relative to the training data, is 
very large, learning algorithms tend to over fit the training 
data. Furthermore,  the domain exhibits both feature and 
class noise because of the random nature of the traversal and 
the variation in the actions of the operator. Another 
challenge is the presence of a very dominant class: i.e. the 
forward action. Typically in operator runs, we see forward 
constituting about 75% of all actions taken. The next most 
common classes (spin left and spin right) typically occur 
about 10% as frequently as forward. Despite their rarity, 
these decisions are critical to the success of the learner.

Finally, and most seriously,  classification accuracy is a 
very poor predictor of the likelihood of success of a clone. 
This makes it very hard to optimise the learner,  since typical 

ways of performance evaluation, such as cross validation, 
are for all intents and purposes meaningless.  The only way 
to evaluate the performance of the clone realistically is to 
actually run it on the robot. However, this is very labour 
intensive. Evaluating a single clone takes two person days, 
involving five traversals in each direction over three step 
field configurations, i.e., what we have used in these 
experiments.

Recorded traces from the 45 training runs were analysed 
for patterns in order to guide the creation of appropriate 
clones.  A total of 2181 actions were performed. To increase 
the number of instances presented to the learner, the data 
were mirrored since the robot is more or less symmetrical. 
Mirroring involves inverting the sign of the x axis, so that 
left becomes right and right becomes left. If the robot 
turned,  the class is also flipped (spin right becomes spin left, 
for example). The roll is also reversed. 

To deal with the dominant class, we increased the cost of 
misclassifying any minority class as the majority class. In 
combination with probability estimates generated by 
bagging, this allowed us to make decisions on the basis of 
minimal cost. The implementation of the classifier consisted 
of using the probability estimates from bagged decision 
trees and then choosing the action that minimises the 
expected cost (the product of the probability estimate and 
the misclassification cost). While bagging proved 
successful, one of its disadvantages is that the learned 
clones are not comprehensible. 

Evaluation
Weka (Witten & Frank, 1999) was used to create 

classifiers that used a bag of ten J48 decision trees (with 
default settings) to produce probability estimates. To 
determine the appropriate cost for the cost-sensitive bagging 
classifier, we computed the geometric mean of the F-
Measure for different costs from one to five. The value of 

(a) (b) (c)

Figure 2. (a) A point cloud from the 3D camera, (b) the regions defined over the point cloud and (c) the planes of best-fit 
associated with regions.



three has the maximum with an F-measure of 0.230 and a 
cross-validation accuracy on the training data of 56%. 

The performance of the autonomous control policies was 
evaluated on unseen sequences of step fields and compared 
with the same human operator that trained it. A further 3 
sequences of 2 step fields were constructed. First the human 
operator attempted to drive the robot over the step fields 10 
times (5 times in each direction) in the same manner as 
during training. The success rate was recorded and used as a 
baseline to compare the learned policies. Where the operator 
failed to overcome the step fields, a note was made if the 
robot completely cleared the first step field.  The clones were 
then similarly tested. The number of control actions required 
to overcome the step fields was also recorded.

The trials were performed in the same manner as for 
training with the robot starting in similar positions and 
feature extraction performed in the same way. Instead of 
being recorded, these features were provided to the 
classifiers and the resulting classified action undertaken on 
the robot. This cycle was performed until the robot was 
irrevocably stuck (one minute with no progress or tipped 
onto its side) or had reached the other side of the sequence 
of step fields. The only human intervention was to start the 
robot and stop or recover the robot at the end of a trial.

For the purposes of these experiments, we are interested 
in two measures of success: how often each controller 
successfully traverses the step field, and how many steps it 
took to traverse the step field on average. However, since 
the number of steps taken on an unsuccessful run are not 
meaningful (for example, it could simply get stuck three 
steps in or 50 steps in), a penalty measure must be 
introduced. We observed that the worst-case successful run 
by a human operator took 91 steps; one can assume 100 
steps is a practical upper bound. Therefore we set up the 
following penalty system: completion of only one step field 
counted as 150 steps (1.5 x the worst case), and completion 
of no step fields counted as 200 steps (2 x the worst case).

These results are shown in Table 1. They are compared 
against a hand-crafted program that is implemented by 
looking at the a value (side to side lean) of plane 8. This will 
have a high value if either the robot is near a wall, or the 
robot is tilted. Thus the robot drives straight ahead unless 
a < –k in which case it takes a hard right, or a < k in which 
case it takes a hard left.  The value k was optimised 
experimentally to get the robot to turn when it was 
approximately 20cm from a wall.

These results show that while the learned controller 
outperformed the hand-made controller (beating it on 5 out 
of 6 step field configurations, succeeding almost 20 per cent 
more often on average),  it did not achieve performance 

close to that of the human. The human operator completed 
step fields roughly twice as often and approximately 40% 
faster on average.  These results are not unexpected as we 
know that there are severe limitations to this approach. It is 
important to realise that successful traversal of a step field is 
a very coarse measure of the quality of a controller because 
a successful traversal requires many different things to be 
done correctly and a mistake in any one of them can lead to 
failure. To investigate further, we examined where the robot 
was getting stuck. 

We observed that failed runs could be divided into three 
categories.  The first involves collisions with objects such as 
walls and protrusions that are not lined up with the tracks. 
The second involve features in the terrain, such as deep ruts 
or tall protrusions, which should not be driven over in the 
manner that they were. The third category are terrain 
features that should not pose a problem for the robot when 
they are seen but may still entangle the robot depending on 
the selection of future actions such as ruts or obstacles that 
catch the rear of the robot. Examples of the robot in these 
three modes of failure are presented in Figure 3.

The first two failure modes can be avoided by situation-
action policies as they only require the detection of terrain 
features that should be avoided or which should be lined up 
with the robot's tracks at all times. Features that cause the 
third category of failures can generally be overcome, but 
doing so reliably requires a memory of their presence, 
prediction of their position during future steps and a model 
for their effect on the robot.

For a human driver, all types of failure can be avoided as 
a human has the ability to detect and react to immediately 
visible terrain features, to memorise and predict the location 
of these features and model the robot's behaviour with 
respect to these features. The learned controller was 
observed making many of the same decisions as the human 
operator regarding terrain that was immediately visible, 
such as lining the tracks up with protrusions and steering 
away from deep holes. Most of the failed runs were due to 
features observed several frames earlier that were forgotten 
about since a situation-action controller retains no memory 
of prior situations.

One of the greatest weaknesses of the clone was its 
inability to effectively reverse and re-attempt a part of the 
step field.  Because of the memory required to realise that 
the desired goal has not been achieved and attempt to safely 
reverse without getting stuck, the situation-action 
representation does not really allow the learning of a 
“reverse and reattempt” strategy. Indeed when we examined 
the actions of the operator,  we found that many of the 
successful runs used this strategy.

Table 1. Results of experiments on three step fields

Human Clone Programmed

Average No. of Steps 74.7 123.2 140.7

Successful (%) 83 40 33



Incremental Knowledge Acquisition
Although we had some success with representation 
presented above, there were terrain characteristics that were 
important but were lost in the feature representation.  When 
an expert drives a robot over step fields,  specific features 
such as ruts and ridges in the terrain can be just as important 
as protrusions and overall “lay of the land”. However,  our 
representation often missed these features. The operator was 
also not able to specify particular regions of interest or 
particular features to look for. Therefore, we developed a 
new representation that enables the operator to specify a 
much richer set of features. That is, we now assume that 
some of the operator's introspection during the execution of 
the task may be useful.

Many features, like ruts and ridges, have dominant 
directions. These features are important because they can 
influence the behaviour of the robot. Tracks and wheels can 
become stuck or the robot may be misdirected by ruts and 
ridges that lie close to the direction of travel. Those same 
ruts and ridges are less dangerous when they lie across the 
direction of travel. Holes and tall obstacles can also cause 
ground clearance problems.

Our feature representation takes a two level approach. 
First, a terrain model is formed. This consists of discrete 
blocks in a fixed sized grid covering a particular area around 
the robot. The pattern of blocks in the terrain model are 
reasonably robust and unique and thus can also be used to 
estimate the robot's motion, as demonstrated in Figure 4. 
While the grid is a simplification of the terrain that is seen 
in real disaster sites, this approach can be generalised based 
on established image registration techniques adapted to deal 
with range images.

The terrain model is then used as input into a set of block 
feature detectors. These detectors indicate the presence or 
absence of a set of predefined features such as “gap smaller 
than the robot”, “large blocks about to hit the side of the 
robot”,  etc. Block features, combined with data from the 
heading-attitude sensor, are input into a knowledge 
acquisition system that outputs the appropriate driving 
instruction.

Once the robot has created several terrain models over a 
period of time, they can be used to determine the movement 
of the robot and build a terrain map.  Two terrain models are 
matched by inspecting all possible matches and calculating 

a match quality for each. For a given match, the heights of 
the blocks in the two terrain models are shifted by the 
centroids of the matching blocks to remove the effect of the 
robot changing height relative to the terrain (perhaps caused 
by the robot rolling or pitching). The average difference 
between the heights of corresponding blocks in the two 
terrain models are then calculated and used as the matching 
quality. 

In the second stage of our representation, we allow the 
operator to develop a set of block feature detectors, each one 
designed to report the presence or absence of a given feature 
in the terrain model. We use a knowledge acquisition 
technique similar to Ripple-Down Rules (RDR) (Compton 
& Jansen, 1990).

A RDR system starts by always suggesting a default 
action, such as “drive forward”. To train the RDR, an 
operator monitors its suggested actions. When  a mistake is 
made, the operator enters the correct action and creates a 
rule that allows the RDR to decide when it should take this 
new action. For example, the first time the robot sees an 
obstacle it will try to drive forward into it. The operator, 
seeing this, stops the robot,  tell the RDR that the robot 
should instead turn left, and generates a rule, based on the 
terrain model.  The RDR stores the terrain model so that in 
the future, if the operator decides that this rule has made an 
incorrect choice, for example because now there are 
obstacles in front and to the left, the RDR can present the 
old and new terrain models so the operator can create a new 
rule that can distinguish the two cases. A ripple-down rule is 
an IF-THEN-ELSE statement where an IF clause can be 
overridden by an EXCEPT clause. An example rule is:

if true then go forward
 except if obstacle in front then go left
  except if obstacle at left then go right
  else
   if hole in front then reverse

A particular feature of RDRs is that at each IF clause, 
only a small number of features is required.  Thus, it is 
possible to have a large library of feature detectors but not 
all of them need to be used all the time. In the above 
example, the “hole in front” feature detector would not be 
used if there was an obstacle detected in front of the robot.

(a) (b) (c)

Figure 3. Examples of causes of failures: (a) collision, (b) caught on obstacle, (c) entangles at rear.



To create feature detectors, we drive the robot over the 
step field by tele-operation and record data from the range 
imager and heading-attitude sensor. Each set of data is 
processed to form a terrain model that is shown to an 
experienced operator. Through the user interface, the 
operator marks out areas around the robot in which to look 
for block features and defines the pattern of blocks that form 
those features. For example, to define an “obstacle in front” 
feature, the operator might mark out the area in front of the 
robot and specify a pattern that involves a tall block 
surrounded by lower blocks. The operator also specifies the 
correct action to take and thus generates a rule.  This process 
continues during early autonomous runs where, at each step, 
the RDR proposes an action to take,  based on its training, 
and the operator only creates a new rule when an error is 
made. Although generated in the context of RDRs, these 
feature detectors can also be used used as binary features in 
decision tree for behavioural cloning, as described 
previously.

At the time of writing, the RDR system is operational but 
extensive testing is still being conducted. We expect that the 
higher level features and the ability to model the terrain will 
yield substantial a improvement in the success rate for 
traversal. The model effectively provides a memory for the 
system, thus enabling the robot to learn how to avoid 
becoming entangled with obstacles that have passed out of 
its field of view.

Conclusion
Within the limitations of the simple cloning and feature 
space representation, we have shown that behavioural 
cloning can be used to improve performance over a hand-

made controller. Because of the complexity and richness of 
the domain, the partial observability and lack of memory of 
the situation-action representation, performance does not 
compare to that of a human. There is evidence to suggest 
that there are two main problems with the approach we have 
implemented: firstly, the representation of the terrain fails to 
capture a number of partially observable variables; secondly, 
the situation-action model does not allow for complex 
strategies like “reverse-and-reattempt”. 

To overcome these problems, the robot must  
progressively build a model of the terrain it has traversed 
and determine its position relative to it. This is essential for 
the robot to avoid its middle or rear getting stuck. We have 
implemented an incremental knowledge acquisition system 
that allows the operator to build high-level features and a 
perceptual system than builds a terrain model, giving the 
robot the ability to remember obstacles.

Our current work is aimed at evaluating the effectiveness 
of the new approach in comparison with the previous 
situation-action clone. Future work will be directed towards 
incorporating a goal-directed layer, similar Isaac’s (Isaac & 
Sammut, 2003). This combines an element of planning with 
learning from observing the human skill.
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Figure 4. (a) A photograph of the actual step field with the robot in a similar location to the visualisation above. 
(b) An example of a terrain model with the position of the robot shown as a wireframe. 
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