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Slide 1 Lecture 10a: Parallel Computing

A Parallel Computing and Parallel Programming

PARALLELCOMPUTING AND PARALLELPROGRAMMING

Parallel Computing  The simultaneous use of multiple
Slide 2 compute resources to solve a computational problem

Parallel Programming The art of writing a program to perform
parallel computation

MOTIVATION

MOTIVATION

What is the goal of parallel computing?

Slide 3 U Processing of large quantities of data
U Speed!

U High-performance computing (HPC)

Why are distributed systems particularly interesting?
U They scale further than shared-memory systems
Slide 4 U They need less special purpose hardware ! cheaper

U Nowadays, they dominate the “Top 500” supercomputer list
(www.top500.0rg)
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Top 10 Supercomputers in the World:

# | Site System Proc. | Rmax (TFLOPS)
1 | LANL IBM BladeCenter 129600 1105.00
2 | Oak Ridge | Cray XT5 150152 1059.00
3 | NASA SGI Altix 51200 487.01
4 | LLNL IBM BlueGene/L 212992 478.20
Slide 5 5 | Argonne | IBM BlueGene/P | 163840 450.30
6 | U Texas SunBlade 62976 433.20
7 | LBNL Cray XT4 38642 266.30
8 | Oak Ridge | Cray XT4 30976 205.00
9 | Sandia Cray XT3/4 38208 204.20
10 | Shanghai Dawning 5000A 30720 180.60
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What is the problem, then?

) U Distributed systems are hard to program
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U Program may have to t to architecture

U If not programmed carefully, performance can be very bad

EXAMPLE OF APARALLELPROGRAM

Matrix Multiplication:

U Remember matmul.c

Matrix data in shared memory

Each node calculates a given number of rows
Results go into shared memory

C GG CC

startRow = ...; numRows = ..;
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for (i = 0; i < size; i++) {
x = 0.0;
for (k = 0; k < size; k++)

for (j = startRow; j < numRows; j++) { /* row */
/* column */

/* multiplication */

X += matA[j * size + k] * matBlk * size + iJ;

matC[j * size + i] = x;

}

AN INTRODUCTION TOPARALLELPROGRAMMING



AN INTRODUCTION TOPARALLELPROGRAMMING
Concepts and Terminology:
Task : a logically discrete section of work

Parallel Task : a task that can be executed by multiple
processors safely

Communication : tasks communicate to exchange data
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Serial Execution : execution of a program sequentially, one

statement at a time.
Running time: T1(n), T (n) (best serial time)

Parallel Execution : execution of a program as more than
one task. Each task can execute the same or different
statements at the same moment in time.

Running time: TP(n)

Granularity : ratio of computation to communication

Coarse : large amount of computation done between
Slide 10 communication events

Fine: small amounts of computation done between
communication events
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Performance and Overhead:
Relative Speedup T(n)=TP(n)
Absolute Speedup T (n)=TP(n)

Types of speedup

, superlinear (s>p)

32 linear (s=p)
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Parallel Overhead
Task start-up time
Slide 12 Synchronisation

Communication

Extra software for parallelisation
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Amdahl's Law:
U An operation takes one time unit

U Afraction 0<f < 1 ofthe operations must be done sequentially

U Speedup with N workers:

U Max speedup:

1f
f+ 5
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N1 f
U Example: f =0:05 N = f1;4;10;20;1g
S = L =1
1= Goer O
S, = ﬁo—Tg? =35
St = gomm =619
Sy = ﬁm =10:3

20

Smax = ga5 = 20
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SUITABLEPROBLEMS
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SUITABLEPROBLEMS

Characteristics of Parallelisable Problems:

U Can be broken apart into discrete pieces of work that can be
solved simultaneously

U Allows the execution of multiple program instructions at an y
moment in time

U High ratio of local (memory) access to remote (memory)
access: optimise computation/communication ratio

U Can be solved in less time with multiple compute resources th
with a single compute resource

Parallelisability of Problems:

Embarrassingly Parallel : same application runs on different
data or parameters. No dependencies.

Almost Embarrassingly Parallel : minimum coordination
between processes required

Pipeline Parallelism : tasks that have to be completed
sequentially can be transformed into partially sequential
tasks

Synchronous Parallelism : each operation performed on all
data. Operations depend on results of prior operations.
Processes must be synchronised at regular points.

Loosely Synchronous Parallelism  : minimum intermittent data
sharing

SUITABLEPROBLEMS



Typical Problems:
U Grand challenge problems
“A fundamental problem in science and engineering with
broad economic and scienti ¢c impact, whose solutions can be
advanced by applying high performance computing
techniques and resources."
Weather prediction
Slide 17 Ocean modeling
Modeling the universe
Modeling chemical reactions
U Non grand-challenge problems
Solvable with today's computing resrouces, or unsolvable.

Computer-aided medical diagnosis
Graphics and virtual reality
Data processing (example: oil exploration)

ARCHITECTURES FORARALLELCOMPUTING

Flynn's Taxonomy:

Single Instruction | Multiple Instruction

Single Data SISD MISD

Multiple Data | SIMD MIMD
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(pictures on following slides from:
https://computing.linl.gov/tutorials/parallel_comp/ )

ARCHITECTURES FORARALLELC OMPUTING

Single Instruction, Single Data (SISD):

U Non-parallel computing
U Deterministic execution
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Single Instruction, Multiple Data (SIMD):
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U Synchronous (lockstep) execution
U Deterministic execution
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Multiple Instruction, Single Data (MISD):
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U Few actual systems
U Example: multiple frequency Iters operating on single sig nal
stream
U Example: cracking encrypted message
Multiple Instruction, Multiple Data (MIMD):
Slide 22

U Most common parallel computer
U Synchronous or asynchronous
U Deterministic or nondeterministic

PARALLELPROGRAMMING MODELS
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PARALLELPROGRAMMING MODELS

Single Program Multiple Data (SPMD):
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Multiple Program Multiple Data (MPMD):
PARALLELPROGRAMS
Master Slave:
A Master communicates sub-task speci cations to slaves
A Slaves perform sub-tasks
. A Slaves communicate results to master
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A Master collects all results

Popular examples:
U Distributed.net
U SETI@home
U BOINC

DESIGNINGPARALLELPROGRAMS
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DESIGNING PARALLELPROGRAMS

Automatic vs Manual Parallelisation:

0
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Manual: programmer responsible for identifying and
implementing parallelism
V Know exactly what code does/should do
X Time consuming, complex, error prone
Fully automatic: parallelising compiler — identi es oppor tunities
for parallelism and generates parallel code

V Programmer doesn't have to worry about parallelisation

X Compiler may get it wrong

X Generally limited to parallelising loops and Fortran
Programmer directed automatic: programmer tells compiler
how to parallelise code

V Programmer knows what parts of code are parallelisable

X Require language modi cations/preprocessors

Understanding the Problem:

0
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Can the problem be parallelised?
Non-parallelisable: dependent calculations
Example: Fibonacci numbers:  F(k+2)= F(k+1)+ F(k)
Identify hotspots
Where is the real work being done
Use pro ling
Parallelise hotspots
Identify bottlenecks
Parts of the program that are disproportionately slow
(example: 1/0)
Structure of algorithm prevent parallelising work
Identify inhibitors to parallelism
Data dependence (example: Fibonacci)
Investigate other (possibly better) algorithms

LIMITS ANDCOSTS OFPARALLELPROGRAMMING
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LIMITS AND COSTS OFPARALLELPROGRAMMING
Scalability:

A proportionate increase in parallel speedup with the
addition of more processors.

Factors that contribute to scalability:
U Type of hardware

Algorithm

Parallel overhead

Application characteristics

[ e B e e

Quiality of parallel programming

LIMITS ANDCOSTS OFPARALLELPROGRAMMING
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