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Abstract. We address a global constraint for enforcing contiguity. Co n-
tiguity is the property that all of one kind of object in an arr ay or list are
grouped together; it is a one-dimensional discrete form of convexity. We

present an implementation of this property in a concurrent c onstraint

programming language. We adapt and apply the constraint pro pagation
framework of [19] to analyse the contiguity property. In par ticular, the

soundness of the implementation is proved and the forms of local consis-
tency that are maintained by the implementation are identi ed. A com-
plexity analysis shows that the implementation is optimal f or achieving
arc-consistency. However, an optimal implementation is not given for a
stronger consistency condition, and we raise the possibility that an op-

timal implementation requires meta-level programming.

1 Introduction

Global constraints and user-de ned constraints have becora an important part
of constraint programming. These elements act mainly as costraint propagators
{ reacting to the current state of the constraint store by adding further con-
straints. They include the global constraints of CHIP [2], the demons of Eclipse
and CHIP [8], the hard constraints of CLP(<) [16], as well as user-de ned con-
straints de nable through the use of indexicals in clp(FD) [7], Constraint Han-
dling Rules (CHR) [10], and the general programming feature of AKL [6] and
Oz [26].

Constraints, in constraint programming languages, are rehtions that have a
built-in behavior provided by a constraint solver. Since wewill be discussing the
implementation of new constraints in terms of the constrairts in the underlying
constraint domain, there is likely to be some ambiguity abou the word \con-
straint". For this reason, we refer to the constraint that we wish to implement
as a property.

De nition 1. A property is a relation over the set of valuedD of the constraint
domain.

A property may be implemented in di erent ways and in di eren t languages.
We propose to abstract from these details and characterizehte implementation



purely in terms of its e ect on the constraint store. We will a ssume that im-
plementations are simply transducers (or propagators) of onstraints, that may
react to a strengthening of the constraint store by adding futher constraints.
This preserves the important property of monotonicity of the constraint solver
[13]. The resulting behavior is called constraint propagaton. We call the imple-
mentation a reactive constraint.

De nition 2. A reactive constraint is an object that reacts to an environment
of constraints by adding constraints to the environment.

All implementations of global and user-de ned constraints of which | am
aware satisfy this de nition, but it is conceivable that an i mplementation might
not. In general, we might want to consider non-determinate eactive constraints.
However, for the purposes of this paper it is su cient to consider determinate re-
active constraints. Consequently it is su cient to represent a reactive constraint
by a function, mapping an initial constraint store to an augmented constraint
store.

In this paper we conduct a case study of the design and implenmation
of global constraints, by investigating the property of contiguity. This is the
property that all of one kind of element in an array or list are grouped together.
The property arises in the con guration of some computer sysems.

We use the framework of [19] to specify the degree of local ceistency re-
quired of the implementations of contiguity. That framework supports the de -
nition of an extended form of arc-consistency appropriate vaen there are built-in
constraints.

We give an implementation of the contiguity property that ma intains gen-
eralized arc-consistency in the sense of [22] and has optithaomplexity. The
implementation is in a concurrent constraint programming (CCP) language.

We also outline implementations that maintain a stronger form of consistency.
However, it appears that the natural, declarative style of programming in CCP,
where variables and constraints are not rst-class entities, places limitations
on the e ciency of implementations. We outline a natural CCP program with
complexity  (n%), but also outline an implementation that relies on treating
variables and constraints in a rst-class way and has only shhtly greater than
quadratic complexity.

In the next section we briey introduce constraints, and elements of the
theory of concurrent constraint programming. Section 3 revews the framework
of [19] for constraint propagation and local consistency. 8ction 4 introduces
the contiguity property. A CCP implementation is given that maintains arc-
consistency. This implementation has linear complexity, making it optimal. Sec-
tion 5 addresses the implementation of a reactive constrainfor contiguity that
maintains a stronger form of consistency.

2 Constraints and Concurrent Constraint Programming

The class of constraints to be used in a constraint programmig language and
their intended meaning is de ned by a constraint domain: a pair (D; L) [12]. Let



be the signature { the set of symbols whose meanings are preaed in the
language, which we assume includes the equality symbol =D is a -structure
where = is interpreted as identity, and L is a class of rst-order -formulas
closed under variable renaming, conjunction and existentill quanti cation. These
formulas are calledconstraints. We assume thatL contains a constrainttrue that
is always true, and a constraintfalse that is never true. A class of constraints
Cis a subset ofL.

In this paper we will consider the following classes of consaints (the classes
are identi ed by their primitive constraints, but we assume that they are closed
under conjunction and existential quanti cation):

Bind equations between a variable and a variable-free term (binthgs)
VEqgn bindings, and equations between two variables
Egn all equations between terms
Bound bindings and inequalities between a variable and a variabldree term
FSet constraints of the form x 2 S, where S is a nite set of values
Fint constraints of the form x 2 S, where S is a nite interval of integers

Clearly Bind VEgn Eqgn, Bind Bound, andBind FInt FSetif
the values used inBind and F Set are integers. The classes of constraints that
are of interest depend very much on the constraint domain andhe applications
for which the reactive constraints will be used. These are dlthat are needed in
this paper.

For this paper, we will consider only complete constraint sdvers for (D;L).

A constraint is trivial if it is equivalent to true. 9 . denotes the existential
quanti cation of all variables in except for 2= 9  denotes the existential
quanti cation of all variables in

A constraint ¢ determines a variable x which occurs free inc if there is
exactly one value ofx for which c is satis able. That is, if D j= 9 cand D |=
c(X1) M c(x2) ! X1 = Xz. In the case wherec determinesx, we will refer to the
value of x by %.

The languages we will investigate are the concurrent cons#int programming
(CCP) languages [18, 23, 5]. Constraint Handling Rules (CHR [9, 10] extends the
usual CCP languages by allowing two (or more) atoms in the hed of rules. In
this paper we will not need CHR.

CCP rules have the form

H - c | B

whereHis an atom (the head of the rule),c is a constraint!, and Bis a conjunction
of atoms and constraints. A program executes by rewriting agoal bS;Ci (a
conjunction of atoms and constraints S and a constraint store C) according to

! Actually, ¢ may also contain formulas of the form ground(X ), where X is free, as
long as they appear positively. Such a formula is implied by a constraint store i the
variable X is bound by the constraint store to a value.



rules in the program. A rule can \re" and rewrite a goal hS;Ci if S contains
an atomH%such that Dj= C !9 wH = HY " ¢ in that case the atom H is
replaced in the goal byB, and (H = H9 ~ cis added to C.

The notion of quiescence of processes { speci cally, reactt constraints { will
prove to be important. A process is quiescent when it reachea state such that
further computation does not impose further constraints on the original vari-
ables. Quiescence includes termination, failure, suspeims, and active execution
that a ects only the process's internal state.

3 Constraint Propagation and Arc-Consistency

In this section we review relevant elements of the frameworlpresented in [19].

We abstract from an implemented reactive constraint, to corsider simply its
behavior as a constraint propagator. Thepropagation behaviorof a reactive con-
straint R is a function PBg which maps constraint stores to (possibly in nite)
constraint stores such that if R begins executing in environmentC, then when
execution of R quiesces the environment i Bg (C). By choosing this formula-
tion, we are implicitly restricting attention to determina te reactive constraints
{ reactive constraints that produce the same result whenevethey are executed
in the same environment. Although, from a concurrency theoy perspective, this
is a restriction, it seems unlikely that this limits the expr essiveness of reactive
constraints, from a constraint propagation perspective.

In the simplest case, the propagation behavior of a (non-regtive) constraint
cin a CLP system can be de ned byPB;(C)= C" c.

The propagation behavior of determinate reactive constrants is dictated by
the operational behavior: PBR (C) is the constraint store (restricted to vars(R))
resulting after the execution of R in environment C quiesces. In cases where a
reactive constraint is de ned by a CCP program, we can use thesemantics of
[24] to characterize the propagation behavior.

To further clarify de nitions, we will examine constraint p ropagation in the
context of two well-known constraint solvers. The CLP(<) constraint solver [15]
is complete for equations and inequalities of linear terms eer the real numbers,
and delays the handling of other arithmetic constraints. The nite domains (FD)
solver [25,7] is complete for constraints over the integerthat contain only one
variable (bounds and bindings), and employs interval reasning to (incompletely)
handle other constraints. Such a solver is used in CHIP, Oz, rd llog Solver.

Example 1. The propagation behavior of the property P : x = y z as imple-
mented in CLP(<) can be de ned as:PB(C)= C*x =4 zifyis determined
by C; PB(C)= C*x =y 2if zis determined by C; PB(C) = C otherwise.
(Recall that ¥ is the value ofy determined by C.)

Example 2. The property x + y  z is implemented in FD systems with the
following propagation behavior: Given a constraint store C, let x 2 [a;;ay],
y 2 [b; k], z 2 [dy;d2], be the smallest ranges thatC implies on x, y and z.
ThenPB(C)= CAx d; by d asay+by z. Note that the resulting



constraint might be equivalent to C (if the added bounds are not stronger than
the ranges in C) or might be equivalent to false (if an added lower bound is
greater than the corresponding upper bound, or vice versa).

We now consider notions of correctness for reactive constiats.

De nition 3 ([19]). Let R be a reactive constraint, with propagation behavior
PBr, and let P be a property. R is a sound implementation of P if, for every
constraint store C and constraint ¢ 2 L, if D = PBr(C) ! cthen D |=
PAC)! c

In other words, R is sound if every inference that the constraint solver makesn
a context is valid for the intended meaningP. It is straightforward to see that
the implementations of x =y zin CLP(<)and x+y zin FD languages are
sound.

To formulate a notion of completeness we could simply take tle converse of
soundness. However this turns out to be too strong a requireent to be practi-
cal. Instead, the idea is adapted by parameterizing it with dasses of constraints.
Roughly speaking, propagation completeness requires thatonstraints be prop-
agated in a timely manner { as soon as they theoretically cou be.

De nition 4 ([19]). R is a propagation complete implementation of P wrt a
class of constraintsC if, for every constraint store C C and constraint ¢ 2 C, if
Di=(P~C)! cthenDj= PBRr(C)! c. We also say thatR is C-propagation
complete. WhenC= L we simply say thatR is propagation complete.

R is a propagation completeimplementation of P with respect to the classes
of constraints G; G if 8C C18c2C,Dj=PAC! cimpliesDj= PBr(C)!
c. We also say thatR is G ; G-propagation complete.

These de nitions provide a coarse gauge with which to measwe the degree
of timeliness of constraint propagation of an implementaton.

Example 3. Consider the propagation behavior of the propertyP :x =y z as
implemented in CLP(<), as in the earlier example. If we consider the constraint
storeC=fy=2zg,thenDj=(P~C)! x 0.However,PBp(C)= C, and so
the implementation of this property in CLP( <) is not propagation complete. In
fact, it is not V eqnBound-propagation complete.

On the other hand, if attention is restricted to bindings, it is clear that the
implementation is Bind -propagation complete.

Example 4. Consider the FD implementation of the property P : x+y z. It
is not di cult to see that this implementation is propagatio n complete, since,
given intervals for x, y and z, the added constraints are exactly those implied
by P and the intervals.

Local consistency is generally de ned on CSPs where there arno (pre-
de ned) constraints, except for implicit equations. In [19], an extension of arc-
consistency was formulated to accommodate an underlying etstraint domain,



and was parameterized by the notion by a subclass of the congtints. The idea
is that a property P is arc-consistent in a constraint storec if c is strong enough
that P does not add any extra information that can be expressed as aomstraint.

De nition 5 ([19]). Let P be a property, and let(D; L) be the constraint do-
main over which this property is to be implemented. Letc be a constraint and
C L a class of constraints.

We say that P is arc-consistentwith environment ¢ wrt Cif for every satis-
able constraint ¢®2 C such that(P~ ¢)! ¢ we havec!

If Cis the entire language of constraints, we simply say is arc-consistent
with c.

This de nition is implicitly parameterized by the constrai nt domain. The
constraint domain has its a ect in the kind of environments t hat are considered
in the de nition, since c2 L, as well as the kinds of classe€ permitted. In many
cases we will takeC= L.

This de nition reduces to the original sense of arc-consistncy [17] for binary
properties P if C= F Set. For non-binary properties P, the de nition reduces to
the generalized arc-consistency of [22] (sometimes calldg/per-arc consistency
[20]) if C= FSet. It reduces to interval-consistency as provided by FD solves
if C= FInt, hull-consistency [4,3] if C = Bound, and rule-consistency [1] if
C= Bind.

One valuable property of this generalized form of arc-consitency is that the
primitive constraints involved are not required to be unary. Most forms of consis-
tency, inspired by the original arc-consistency [17], aredrmulated as restricting
the range of values each variable may take - unary constrai®t. In comparison,
the de nition above permits the formulation of equational- consistency, for ex-
ample, where the constraints are equations between variabs. We will see the
usefulness of this exibility in Section 5.

Given the generalized form of arc-consistency, we should dee what is re-
quired for a reactive constraint to maintain arc-consistercy. This was not ad-
dressed in [19]. The following de nition says that a reactive constraint main-
tains arc-consistency if it is sound and its execution alwag quiesces in an arc-
consistent state. The de nition is parameterized by two classes of constraints in
preparation for the following result. In most uses we would ke G = L.

De nition 6.  Let R be a reactive constraint implementing a propertyP. Let G
and G, be classes of constraints. We sajR maintains arc-consistency wrtG; G
if R is a sound implementation ofP and for every satis able constraintc C 1,
P is arc-consistent with PBr (C) wrt G.

Clearly, there is a close relationship between constraint pppagation and
maintaining arc-consistency. The following theorem givesthe precise relation-
ship between the two in this framework.

Theorem 1. Let R be a reactive constraint implementing a propertyP. Let G
and G be classes of constraints. Suppos® is a sound implementation ofP.
R is G ; G-propagation complete i R maintains arc-consistency wrt G; G.



The proof employs Theorem 1 of [19].

Thus, algorithms for maintaining arc-consistency (in its generalized form)
can be viewed as performing propagation complete constrairpropagation. Con-
versely, a sound and propagation complete implementation rintains
arc-consistency.

4  Contiguity

Consider the property that all occurrences of the value 1, sg in a one-dimensional
array or list must appear contiguously. Investigation of this property was prompted
by a similar relation that occurs in the problem of con gurin g some large rack-
mounted computers, where the cards associated with a singleeripheral device

must appear contiguously within a card cage. We will look at aspecial case,
where the only values in the array can be 0 and 4 The discussion can be
extended straightforwardly to more general cases.

De nition 7. Given an array of variablesX 1;:::; X which can take the values
0 and 1, the array satis es the contiguity property if all 1's appear contiguously
in the array.

In this case contiguity is the same as convexity of the colletion of array
elements taking value 1. Treating the array as a string, coniguity de nes the
language 01 O , using Kleene notation.

A quick analysis of the problem reveals the following possile inferences,
given that the array satis es the contiguity property.

Consider variablesX;, X; and Xy with i<j <Kk

s XXy i X

1. If both X; and X receive the value 1 then contiguity requires thatX; receive
the value 1.

2. If X; receives the value 1 andX; receives the value O thenX cannot take
the value 1, since this would violate contiguity. Consequetly, Xy must take
the value 0.

3. Similarly, if X; receives the value 0 andXy receives the value 1, thenX;
must take the value 0.

4. In other cases we cannot infer any more information about he values of
the variables, even when values for any two of the variablesra given. For
example, if both X; and X receive the value 0 then we cannot infer any
information about the value of X;, sinceX; could be part of a block of 1's
between them, orX; could be 0, with the block of 1's occurring elsewhere
(if they occur at all).

2 Thus the constraint domain ( D; L) has signature consisting of the constants 0 and
1, and the binary predicate symbol =. L is VEqgn and D is the set of valuesf0; 1g.



We can summarize these inferences as rules.

1) Xi=1;Xx=1) Xj=1
(2) Xi=l;Xj=O) Xk =0
(3) Xj :O;szl) X;=0

Given this analysis, we could generate a reactive constratrfor each triple of
variables X;; X; ; X which waits until the variables are bound and then binds
appropriate other variables in accordance with the analyss. This implemen-
tation is sound and Bind-propagation complete. However, itresults in  (n3)
reactive constraints and a (n®) best case and worst case cost, assuming the
cost of executing the guards isO(1) (as would be an implementation based on
[16], for example), wheren is the length of the array.

Instead we introduce new arrays of variables whose values pvide local access
to global information about the values given to other variables. Speci cally, the
global information is the direction(s) from X; in which there is a variable that
has value 1. We then generate reactive constraints for eachaviable X; which
propagate the same information as the naive method.

The reactive constraints propagate bindings only to a neighor of X, that is,
only to X; 1 or Xj+1 . A\domino e ect" ensures that all appropriate variables
are bound. For example, if X4 and Xg receive the value 1 then the reactive
constraint for Xg will bind Xg to 1. The reactive constraint for Xg then will
bind X7 to 1, and so on. Although the bindings are propagated locally the
reactive constraints require some global information to krow when to wake. In
the example above, the reactive constraint forXg must know that X4 has been
bound to 1. It is this kind of information that is propagated i n the new variables.

The program in Figures 1 and 2 de nes a reactive constraintcontiguous
that expresses contiguity using this approach. In that progam, the variable Xi
corresponds toX;, Xipl corresponds toX .1, Ximlcorresponds toX; 1, and so
on. Note that the index of the variable is not relevant to the executing program;
this notation is used purely to make clearer the link betweerthe discussion below
and the program text.

The introduced variables L; (and R;) for j = 1;:;n take the value 1 if
there is a variable X; which takes the value 1 to the left (right) of X;. The
reactive constraintsleft and right are used to propagate values fot; and R;
respectively. For example, in the rst clause ofright , when there is a 1 to the
right of X; (i.e. R; = 1) then certainly there is a 1 to the right of X; ; and so
Ri 1= 1.

In Figure 1, contiguous handles trivial cases of contiguity (n 2), and
otherwise calls contig . This reactive constraint iterates over the list of Xj's,
spawning reactive constraintsleft , right andinfer for each variableX; except
Xn. The variables X; and X, are exceptional because of their boundary status;
the left and right reactive constraints are not useful in those cases.

The heart of the propagation is the reactive constraint infer , which per-
forms inferences 1, 2 and 3 listed above, but only locally. Eeh call has the form
infer(X ; 1, Xi, Xi+1, Li, Li+1, Rj 1, Rj). The call executes only whenX;



% contiguous(List)
% List contains variables, which can take values O or 1.
% Generates reactive constraints ensuring that all 1's are ¢ ontiguous
contiguous([]).
contiguous([ -]).
contiguous([ -, -]).
contiguous(Xs) :-
Xs=1[, o - 1]
Ls = [0] .,
contig({ -| Xs], Ls, [ -|Rs]).

% contig(Xs, Ls, Rs)

% contig spawns reactive constraints for each variable Xi
% "left" = lower index, "right" = higher index

% introduces Li(Ri) variables

% - are 1 iff there is a 1 strictly to the left(right) of Xi
contig([Xim1, Xi, Xipl| Xs], [Li|Ls], [Rim1|Rs]) :-

Ls = [Lip1] ],
Rs = [Ri| -] |
left(Li, Xi, Lipl),

right(Rim1, Xi, Ri),

infer(Xim1, Xi, Xipl1, Li, Lipl, Riml, Ri),

contig([Xi, Xipl| Xs], Ls, Rs).
contig([Xim1, Xi], [Li], [Rim1,0]) :-

infer(Xim1, Xi, 0O, Li, _Lipl, Rim1, 0).

Fig. 1. Bind -propagation complete implementation of the Contiguity Pr operty. Spawn-
ing of reactive constraints.



% right(Rim1, Xi, Ri) iff Riml = Ri or Xi
right(Rim1, Xi, Ri) :-

Ri =1 ] Riml = 1.
right(Rim1, Xi, Ri) :-

Ri =0, Xi =0 | Riml = 0.
right(Rim1, Xi, Ri) :-

Ri=0, Xi=1]|Riml = 1.

% left is right, inverted
% left(Li, Xi, Lipl) iff Lipl = Li or Xi
left(Li, Xi, Lipl) :- right(Lipl, Xi, Li).

% infer(...) perform the inferences 1, 2, and 3 locally
infer(Xim1, Xi, Xipl1, Li, Lipl, Riml, Ri) :-

% if Xi is 1, initiate Li,Ri propagation
% if there is a 1 to left (right) propagate on Xi's (inference 1 )
Xi = 1] Lipl = 1, Riml = 1, propll1(Li, Xim1), propll(Ri, Xipl).

infer(Xim1, Xi, Xipl1, Li, Lipl, Riml, Ri) :-

% if Xi is 0, and there is a 1 to the left (right) then
% Xipl (Ximl1) must be O (inferences 2 and 3)
Xi = 0 | proplO(Li, Xipl), propl0(Ri, Xim1).

% propll(A, B) ... if A=1 then B=1
propll(A, B) - A=1| B = 1.
propll(A, B) :- otherwise | true.

% proplO(A, B) ... if A=1 then B=0

propl0(A, B) - A=1| B = 0.
propl0(A, B) :- otherwise | true.

Fig. 2. Bind -propagation complete implementation of the Contiguity Pr operty. Imple-
mentation of reactive constraints.
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takes a value. If X; = 1 then certainly X;.; hasa 1totheleftandX; ; hasal
to the right, so Li+1 =1 and R; 1 = 1. This may initiate propagation through

the reactive constraints left and right on the L; and R; variables. If there is
a 1 to the left (right) of X; then { by contiguity, as discussed above {X; ;=1
(Xi+1 =1). These conditional propagations are performed by the axiliary re-
active constraint propll. This achieves the \domino e ect" mentioned above.
The second case, wheiX; = 0, is similar, although there is no propagation on
the L; and R; variables.

In summary, contiguous spawns (n) left , right andinfer reactive con-
straints. Each of these requiresO(1) time to execute. Thus the cost of this
implementation is linear in the length of the arrayl/list, in both best and worst
cases, which is optimal. The space cost is also linear, in theorst case, since all
the spawned reactive constraints may be active simultaneacsiy.

The following result refers to the program of Figures 1 and 2.

Proposition 1.  contiguous is a sound and Bind-propagation complete imple-
mentation of the contiguity property. Hence it is also weakf complete.
Consequently,contiguous maintains arc-consistency in the sense of [17].

As observed earlier, generallyBind -propagation completeness implies only
that a reactive constraint maintains rule-consistency. Havever, in this case the
domain contains only two values and hence rule-consistendg equivalent to arc-
consistency [1].

5 Contiguity 1l

The program of Figures 1 and 2 does not maintain arc-consistecy in the general
sense of De nition 5; it is not a V Eqn-propagation complete implementation.
Consider variables X;, Xj, Xk and X; with i < j < k <1 . The following
inferences are valid, but not performed by that program.

(4) XiZXk;Xj =0 ) Xi=0
(5) Xi=1;Xj =Xk ) Xj=Xjun= =X
(6) szl;Xi:X,- ) Xi= Xijs1 = :Xj
(7) Xi:Xk;Xj :X|) Xi:Xj

A sound and Bind -propagation complete implementation of contiguity can
be extended to aV Egn-propagation complete implementation by the addition
of these four inference rules. The program of the previous séon can easily be
extended to generate a reactive constraint for each inferere rule and sequence
of variables X;; X;; X; Xi.

Proposition 2.  The extended implementation otontiguous is sound and VEqn-

propagation complete.
Hence, it maintains arc-consistency wrtV Eqgn.

11



The proof is based on a characterization of the states in whit no inference
rule can (usefully) be applied.

The straightforward implementation of the inference rules has (n*) cost,
due to inference rule (7). Rules (5) and (6) can be implement& with quadratic
cost, using thelL; and R; variables, while rule (4) has a straightforward cubic
implementation. However, a more e cient implementation is possible.

If we view the current set of equations as de ning an equivalece over the
variables X, then we can use e cient algorithms for the Union-Find problem
[21] to maintain the equivalence as equations are added to # constraint store.
This provides the basis of an implementation with an amortized cost ofO(n? +
m (m;n)).

Speci cally, we add to the Union-Find data structure a list of all equivalence
classes and, for each equivalence clags the minimum and maximum indices
(emin and emax ) Of variables in e and a list of elements ofe. Updating this data
during a union requires only constant time. Identifying the indices of variables
requires pre-processing which has linear cost.

We rst consider the implementation of rule (4). For each new binding X; =
d that is added to the constraint store, we nd and delete the caresponding
equivalence class. If the constant is 0 we check each equivalence classto see
whether the inference rule applies (i.e. whethelenin ]  emax ). If it does, we
propagate a constraint X; = 0, where X; occurs ine.

For each new equationX; = Xy that is added, we nd the equivalence classes
€ and € of X; and X. If € = € then we are done; otherwise (assuming wlog
that €, < ek, ) for each variable X;, if any, such that e, <j <e K, ,
we check to see whether the inference rule applies. K; is already O in the
constraint store, we propagate the constraintX; = 0. Finally, we union € and
ek.

Overall, the cost of Finds is O(m (m;n)), the cost of handling bindings is
O(m + n?), and the cost of handling equations isO(m + n), where m is the
number of constraints processedn is the length of the arrayl/list, and is an
inverse of Ackerman's function. Thus the amortized cost of his implementation
of inference rule (4) isO(n?+ m (m;n)).

To implement rule (7) we extend the Union-Find data structure de ned above
by associating with each equivalence class an ordered listf s elements. Up-
dating this data during a union has O(n) cost.

For each equationX; = X that is added, we nd the equivalence classe®
and € of X; and X and, if they are not equal, union them to form e. If they
are equal then we are done. From the ordered list of variablem e we construct
a lookup table describing, for each index, the next highestridex of a variable
of e. For every other equivalence clas€’, we check to see whether the inference
rule applies as follows.

Beginning from €2, , we use the lookup table to nd the next highest index
j of a variable in e, then use the ordered list associated withe® to nd the next
highest index| abovej of a variable in €°. If all the indices are found andl < € max
then we propagate the constraintX; = X. If the constraint is not propagated,

12



we must also check whether there are variableX; in €’ and X, in e such that
emn <j<l<e Q. . If there are, we propagate the constraintX; = X;.

As before, the cost ofFinds isO(m (m;n)). Since there aren variables, at
most n equations can cause a union; thus the cost dfinions is O(n?). A lookup
table can be constructed in linear time, so the total cost isO(n?). Checking the
applicability of the inference rule has constant time per eaiivalence class, except
for using the ordered list to nd the next highest index. However, in iterating
over all €° each variable is visited at most twice. Thus the cost of chedkg when
a single equation is added isO(n), and the total cost of checking is O(n?).
Altogether, the amortized cost of this implementation of inference rule (7) is
Oo(n?+ m (m;n)).

Proposition 3.  There is an implementation of the contiguity property that main-
tains arc-consistency wrt V Eqn with cost O(n? + m (m;n)), where m is the
number of constraints processedn is the length of the array/list, and is an
inverse of Ackerman's function.

Notice that, by intercepting constraints that have already been seen, we can
bound m above by n?. It remains unclear how close the above implementation
is to optimal.

A CCP implementation that maintains arc-consistency wrt V Eqn would
seem to need to spawn (n?) reactive constraints, simply to be capable of recog-
nising an arbitrary incoming equation. Consequently, assming the above imple-
mentation can be implemented in CCP, it is close to optimal faoa CCP. On the
other hand, the only obvious lower bound for an arbitrary implementation is the
trivial ~ (n).

A signi cant point about the more e cient implementation is that the point
of view required is di erent from that normally used in constraint programming.
Instead of treating variables as representing unknown vales whose domain is
more restricted as more constraints are added, they are trgad (more or less) as
rst-class entities that are grouped and manipulated in regponse to constraints.
Consequently, languages like CCP and CHR, which are desigdearound the
treatment of variables as unknown values, provide no cognive advantage over
other languages when providing such an implementation.

Possibly worse, access to the constraint store only througlhhe use of guards
causes an overhead that is not there when an implementation &s direct access
to constraints. In the implementation above, a best case exaution in CCP has
complexity (n?), because of the reactive constraints that must be spawnedOn
the other hand, if no variable-variable equations are genated and all bindings
map variables to 1 then the non-CCP implementation executedn linear time.

These two points suggest that a more detailed meta-level stg of program-
ming might be needed in some cases to achieve implementatisnof optimal
complexity.
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