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Tesla GPU Computing
A Revolution in High Performance Computing

UNSW GPU Computing Workshop

April 17, 2009
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4 cores

What is GPU Computing?

Computing with CPU + GPU

Heterogeneous Computing
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GPUs: Turning Point in Supercomputing

Tesla Personal 

Supercomputer
$10,000

CalcUA
$5 Million

Source: University of Antwerp, Belgium

67.4 secs

59.9 secs

55 60 65 70

256 AMD dual-
core Opterons

4 Tesla
C1060 GPUs

Digital Tomography 
Reconstruction Time

Desktop beats Cluster
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146X

Medical Imaging 

U of Utah

36X

Molecular Dynamics

U of Illinois, Urbana

18X

Video Transcoding

Elemental Tech

50X

Matlab Computing

AccelerEyes

100X

Astrophysics

RIKEN

149X

Financial simulation

Oxford

47X

Linear Algebra

Universidad Jaime

20X

3D Ultrasound

Techniscan

130X

Quantum Chemistry

U of Illinois, Urbana

30X

Gene Sequencing

U of Maryland

Not 2x or 3x : Speedups are 20x to 150x
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NVIDIA Tesla 10-Series GPU

Massively parallel, many core architecture
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Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Processor core has 
Floating point / Integer unit

Move, compare, logic, branch unit

IEEE 754 floating point
Single and Double

102 GB/s high-speed interface 

to memory

Streaming Processor (SP)

FP / Integer

Multi-banked 

Register File

Special
Ops

Streaming Multiprocessor (SM)

30 TPCs = 240 Processors
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Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Double Precision

Special Function Unit (SFU)

TP Array Shared Memory

Tesla T10 GPU: 240 Processor Cores

M
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ryGDDR3

102 GB/sec

512 bit

Thread Manager

2x SMs per Thread Processor Cluster (TPC)
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TeslaTM

High-Performance Computing

Quadro®

Design & Creation

GeForce®

Entertainment

Parallel Computing on All GPUs
100+ Million CUDA GPUs Deployed
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Tesla GPU Computing Products

Tesla S1070 1U System
Tesla C1060 

Computing Board

Tesla Personal 

Supercomputer 
(4 Tesla C1060s)

GPUs 4 Tesla GPUs 1 Tesla GPU 4 Tesla GPUs

Single Precision Perf 4.14 Teraflops 933 Gigaflops 3.7 Teraflops

Double Precision Perf 346 Gigaflops 78 Gigaflops 312 Gigaflops

Memory 4 GB / GPU 4 GB 4 GB / GPU
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Tesla S1070: Green Supercomputing

20X Better 

Performance / Watt

Hess

Chevron

Petrobras

NCSA 

CEA

Tokyo Tech

JFCOM

SAIC

Federal

Motorola

Kodak

University of Heidelberg

University of Illinois

University of North Carolina

Max Planck Institute

Rice University

University of Maryland

GusGus

Eotvas University

University of Wuppertal

Chinese Academy of Sciences

National Taiwan University
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A $5 Million Datacenter

CPU 1U Server CPU 1U Server

Tesla 1U System

6x more perf

2 Quad-core Xeon 

CPUs: 8 cores

0.17 Teraflop (single)

0.08 Teraflop (double)

$ 3,000

700 W

1819 CPU servers

310 Teraflops (single)

155 Teraflops (double)

Total area 16K sq feet

Total 1273 KW

8 CPU Cores +

4 GPUs  = 968 cores

4.14 Teraflops (single)

0.346 Teraflop (double)

$ 11,000

1500 W

455 CPU servers

455 Tesla systems

1961 Teraflops (single)

196 Teraflops (double)

Total area 9K sq feet

Total 682 KW

60% smaller

½ the power
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Introducing the Tesla Personal Supercomputer

Supercomputing Performance
Massively parallel CUDA Architecture

960 cores.  4 TeraFlops

250x the performance of a desktop

Personal 
One researcher, one supercomputer

Plugs into standard power strip

Accessible
Program in C for Windows, Linux

Available now worldwide under $10,000
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More Information

Tesla main page

http://www.nvidia.com/tesla

Product Specs, Marketing 

Literature

CUDA Zone

http://www.nvidia.com/cuda

Applications, Papers, Videos

YouTube Videos
http://www.youtube.com/nvidiatesla

Hear CUDA developers talk 

about their experiences

http://www.nvidia.com/tesla
http://www.nvidia.com/cuda
http://www.youtube.com/nvidiatesla
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CUDA Parallel Programming Architecture 

and Programming Model
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CUDA Parallel Computing Architecture

ATIôs Compute ñSolutionò

Parallel computing architecture 

and programming model

Includes a C compiler plus 

support for OpenCL and 

DX11 Compute

Architected to natively support  

all computational interfaces 

(standard languages and APIs)
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CUDA Facts

750+ Research Papers

50+ universities teaching CUDA

100 Million CUDA-Enabled GPUs

25K Active Developers

www.NVIDIA.com/CUDA
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Simple ñCò Description For Parallelism

void saxpy_serial(int n, float a, float *x, float *y)

{

for (int i = 0; i < n; ++i)

y[i] = a*x[i] + y[i];

}

// Invoke serial SAXPY kernel

saxpy_serial(n, 2.0, x, y);

__global__ void saxpy_parallel(int n, float a, float *x, float *y)

{

int i = blockIdx .x* blockDim .x + threadIdx .x;

if (i < n)  y[i] = a*x[i] + y[i];

}

// Invoke parallel SAXPY kernel with 256 threads / block

int nblocks = (n + 255) / 256;

saxpy_parallel <<<nblocks, 256>>> (n, 2.0, x, y);

Standard C Code

Parallel C Code
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Compiling C for CUDA Applications

CUDACC CPU Compiler

C for CUDA

Kernels

CUDA object

files

Rest of C

Application

CPU object

files

CPU-GPU

Executable

NVCC

C for CUDA

Application

Linker

Combined CPU-GPU Code
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Shared back-end compiler 

and optimization technology

NVIDIA C for CUDA and OpenCL

OpenCL

C for CUDA

PTX

GPU

Entry point for developers 

who prefer high-level C

Entry point for developers 

who want low-level API
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Different Programming Styles

C for CUDA

C with parallel keywords

C runtime that abstracts driver API

Memory managed by C runtime (familiar malloc, free)

Generates PTX

Low-level ñdriverò API optionally available

OpenCL

Hardware API - similar to OpenGL and CUDA driver API

Memory managed by programmer

Generates PTX
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Application Domains
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Accelerating Time to Discovery

4.6 Days

27 Minutes

2.7 Days

30 Minutes

8 Hours

13 Minutes
16 Minutes

3 Hours

CPU Only With GPU
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Computational Finance

31.1 secs

0.4 secs 0.25 secs
0

5

10

15

20

25

30

35

Intel Xeon 
(2.6 GHz)

1 Tesla C1060 2 Tesla 
C1060s

Time
(secs)

Derivative Pricing using 
SciFinance

164 491

2116

5132

0

1000

2000

3000

4000

5000

6000

Mersenne Twister DR 
+ Box-Mueller (MKL)

LRAND48

Million
Samples
per sec

100x faster Random Number Generators 
for Monte Carlo Simulations

Intel Xeon Quad-Core 
(3.0 GHz)
Tesla C1060

Source: CUDA SDK

Financial Computing Software vendors

SciComp : Derivatives pricing modeling

Hanweck: Options pricing & risk analysis

Aqumin: 3D visualization of market data

Exegy: High-volume Tickers & Risk Analysis

QuantCatalyst: Pricing & Hedging Engine

Oneye: Algorithmic Trading

Arbitragis Trading: Trinomial Options Pricing

Ongoing work

LIBOR Monte Carlo market model

Callable Swaps and Continuous Time Finance

Source: SciComp
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Number of Particles

Lennard-Jones Liquid Model
on LAMMPs vs HOOMD

16 AMD Opteron 280s
1 GPU (Tesla 8-series)

Source: Stone, Phillips, Hardy, Schulten

Molecular Dynamics

Available MD software

NAMD / VMD (alpha release)

HOOMD

ACE-MD

MD-GPU

Ongoing work

LAMMPS

CHARMM

GROMACS

AMBER

Source: Anderson, Lorenz, Travesset
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4.4 secs

1.1 mins

4.7 mins 5.5 mins 12.5 mins

0.2 secs

1.2 secs

4.5 secs
5.7 secs 8.1 secs

0.1

1

10

100

1000

Caffeine Cholesterol Taxol Buckyball Valinomycin

T
im

e
 (

L
o

g-s
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le
)

GAMESS on Intel Pentium D (3.0 GHz)
vs CUDA code on Tesla 8-Series GPU

Quantum Chemistry

2.8 mins

8 mins

4 mins

9.9 mins

21.6 secs 32.0 secs 36.1 secs 64.5 secs

0

100

200

300

400

500

600

700

Taxol/ LSDA/ 
3-21G

Taxol/ 
PW91/ 6-

31G

Valinomycin/ 
LSDA/ 3-21G

Valinomycin/ 
PW91/ 6-

31G

Time 
(secs)

Coulomb Potential Evaluation
Gaussian 03 on Intel Pentium (2.4 GHz)
vs CUDA code on 1 Tesla 8-Series GPU

Source: Ufimtsev, Martinez

Source: Yasuda

Available MD software

NAMD / VMD (alpha release)

HOOMD

ACE-MD

MD-GPU

Ongoing work

LAMMPS

CHARMM

Q-Chem

Gaussian
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Computational Fluid Dynamics (CFD)

0.9 0.6 0.6 0.5

24

38

48

54

0
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20
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40
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60

128x32 
x128

256x32 
x256

512x32 
x512

1024x32 
x1024

Gflops Incompressible Navier-Stokes

AMD Opteron 2.4 GHz
1 Tesla C870
2 Tesla C870s
4 Tesla C870s

4.8 7.6
41.3

592

0

100

200

300

400

500

600

700

Intel Xeon 
(3.4 GHz)

Intel 
Itanium 2 
(1.4 GHz)

NEC SX6+ 
(565 MHz)

NVIDIA 
GeForce 

8800 Ultra

Million 
Lattice

Updates
per
Sec

(MLUPs)

Lattice Boltzman Methods 
for 128x128 Mesh Size

Source: Thibault, Senocak

Source: Tolke, Krafczyk

Ongoing work

Navier-Stokes

Lattice Boltzman

3D Euler Solver

Weather and ocean modeling
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Electromagnetics / Electrodynamics

9.9 
Mcells/s

500.0 
Mcells/s

0

100

200

300

400

500

600

Intel Xeon (2.6 GHz) 4 GPUs 
(Tesla 8-series)

Speed
Mcells/s

Cell Phone Model Simulation
Simulation size : 80 Mcells

FDTD Acceleration using GPUs
Source: Acceleware

FDTD Solvers

Acceleware

EM Photonics

CUDA Tutorial

Ongoing work 

Maxwell equation solver

Ring Oscillator (FDTD)

Particle beam dynamics simulator
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Weather, Atmospheric, & Ocean Modeling

1,315 
Mflops/s

1,616 
Mflops/s

64,728 
Mflops/s

0

10000

20000

30000

40000

50000

60000

70000

Intel Xeon 
(3.0 GHz)

AMD Opteron 
(2.4 GHz)

1 Tesla 10-
series GPU

Mflops/s
WSM5 Micro-Physics Kernel 

in WRF

5 days

4.8 
hours

0

50

100

150

200

250

300

350

Intel Xeon (2.4 GHz) 1 Tesla 10-series 
GPU

Time 
(mins)

Tsunami simulation 
3000km x 3000km (500m mesh)

Source: Michalakes, Vachharajani

CUDA-accelerated WRF available

Other kernels in WRF being ported

Ongoing work

Tsunami modeling

Ocean modeling

Several CFD codes

Source:  Matsuoka, Akiyama, et al
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Libraries
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FFT Performance: CPU vs GPU (8-Series)

0
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G
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S

Transform Size (Power of 2)

1D Fast Fourier Transform
On CUDA

CUFFT 2.x

CUFFT 1.1

INTEL MKL 10.0

FFTW 3.x

NVIDIA Tesla C870 GPU (8-seriesGPU)
Quad-CoreIntel Xeon CPU 5400 Series 3.0GHz, 
In-place, complex, single precision

ÅIntel FFT numbers 

calculated by repeating 

same FFT plan

ÅReal FFT performance is 

~10 GFlops

Source for Intel data : http://www.intel.com/cd/software/products/asmo-na/eng/266852.htm


