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Abstract-We propose a lightweight service-oriented mid-
dieware infrastructure for supporting robust and efficient
peer-to-peer (P2P) computing. This middleware uses a com-
munity of proxy agents (located in some peers) which cooper-
ate among themselves to offer efficient data sharing and
download operations across the P2P network. Our proposed
framework provides in-grained Quality of Service (QoS) sup-
port for satisfying a wide-range of application-level perform-
ance requirements, which is especially critical for emerging
real-time P2P services. The proxy agents operate with flexible
policies for managing an adaptive distributed storage system.
This smart P2P infrastructure support delivers interoperable
and reliable services to provide synchronous and asynchro-
nous exchange of data and remote procedure calls (RPC)
among concurrent peer-to-peer applications.

Index Terms-Middleware, agents, Web services, peer-to-
peer computing.

1. INTRODUCTION

The increasing move towards extensive automation and
streamlining of business processes has fuelled interest in
Service-Oriented Architecture (SOA) as business processes
are likely to involve high number of participants with di-
verse and incompatible technologies. SOA is an approach
for designing, architecting and delivering standards-based
and loosely coupled integration where software capabilities
are seen as services delivered and consumed on demand. It
promises applications that are composed of Intemet acces-
sible, independently developed and replaceable software
components that are discovered at run-time [10]. The key
goal of SOA is to provide a flexible and agile model of in-
tegration through reduced interdependencies as well as
higher level abstraction and encapsulation, hence the in-
creased ability to align applications with changing business
requirements. Message-based interactions using an asyn-
chronous sequence of documents exchanges (rather than
invoking methods on interfaces) are seen as the core build-
ing block for applications using this emerging computing
paradigm as they provide the glue that ties services together
[35]. We can characterize SOA by the triple <Services,
Messages, QoS/Policy>. With services being the compo-
nents of the architecture and commitments specified
through messages as the glue that holds the different pieces
of the architecture together, the Quality of Service (QoS)
attributes can be regarded as the constraints that regulate
how the different services may interact and how they might
be composed. In SOA, QoS refers to a wider range of non-
functional service characteristics, such as availability, reli-

ability, security, and performance. The key challenge is
"How to provide accessible, reliable, secured, and trustwor-
thy Web services?"

Moreover, the decentralized nature of Web services does
pose new challenges introduced by increased latency (as
services may span multiple computer systems in numerous
geographic locations) and cross trust-domains integration
(as services may be owned by different entities so the per-
formance and availability are beyond the consumer influ-
ence). This raises the need for new Intemet-scale integra-
tion middleware to facilitate communication between par-
ticipants and support reliable long running transactions.
This mediating layer shall be responsible for:
* Store-and-forward reliable and intelligent messaging
* Policy-driven message validation (i.e., validate struc-

tural correctness and semantic compatibility), filtering,
transformation (e.g., correct message format mis-
match), and routing

* Security enforcement and transaction coordination
* Service management, QoS monitoring and audit

In our current research, we aim to build a smart middle-
ware infrastructure for supporting robust and efficient peer-
to-peer programming and applications. Our proposed
framework provides in-grained Quality of Service (QoS)
support for satisfying a wide-range of application-level per-
formance requirements, which is especially critical for
emerging real-time P2P services. We propose to achieve
this by using a community of smart proxy agents operating
with flexible policies and an adaptive distributed storage
system. (We later plan to use our framework for building
applications in medical information systems.)

This paper presents the conceptual design and frame-
work of our smart P2P middleware. The rest of this paper
is organized as follows. Section 2 briefly discusses back-
ground material about peers interacting via their Web ser-
vices and proxy agents. Section 3 presents the conceptual
framework of our middleware, with the main components
outlined in Section 4. As this is only a proposal, in Section
5, we present a summary of our innovative approach and
discuss our ongoing work.

II. BACKGROUND AND PROBLEM AREA

There is a revolution underway that represents a new
computing model for the Intemet. Its impact is comparable
to the introduction of the World Wide Web in the 1990s.
This revolution is being sparked by a phenomenon known

0-7803-9094-6/05/$20.00 @2005 IEEE 98
Authorized licensed use limited to: IEEE Xplore. Downloaded on October 30, 2008 at 00:31 from IEEE Xplore.  Restrictions apply.



as peer-to-peer computing, a usage model that has captured
the popular imagination with the highly publicized success
of Napster [1], Gnutella [2], Kazaa [3], Bittorrent [4], etc.
In a recent study, market research firm Frost & Sullivan
estimated that revenue from the sale of corporate P2P sys-
tems will increase from $42.8 million in 2003 to $4.53 bil-
lion by 2007. It is predicted that the number of enterprise
P2P users in the US alone will rise from about 100,000 in
2003 to about 1.8 million in 2007.

Some important design characteristics that distinguish
P2P systems are [5]: (a) scalability (virtually millions of
peers at any time); (2) dynamism (peers can join, leave or
crash anytime); (3) heterogeneity (wide variety of com-
puters participating as peers).

P2P networks have grown and become an intensive re-
search topic in several computer science fields. Besides al-
lowing the sharing of diverse resources such as network
bandwidth, volatile and non-volatile storage, processing
power, among others, P2P can enable the use of technolo-
gies already previously investigated (e.g., mobile agents,
active networks, cooperative environments) but whose ap-
plicability did not reach industry as originally expected. In
recent years several novel P2P applications have been de-
veloped for storage, DNS, collaborative Web server, con-
tent-based searching, distributed firewalls, instant messag-
ing, file downloads, grid computing, etc. [22-25]. However,
the current systems are constrained by lack of support for
synchronous data transfer, cooperation primitives, resource
reasoning and flexible file transfer supports. In addition, the
majority of applications that have been deployed on P2P
networks to date have focused on file sharing or the ex-
change of small objects.

With the increasingly ubiquitous provision of broadband
access such as ADSL and the ever-increasing power of
home PCs, there exists an increasing pool of resources
available at the edge of the Internet. As this pool of re-
sources expands, it is likely that more diverse applications
will seek to take advantage of these untapped resources us-
ing P2P networking. We envisage that these may include
ad hoc distributed computation, streaming media on de-
mand, multimedia group 'working, video conferencing, e-
business, distributed gaming and even more complex appli-
cations such as P2P virtual worlds [6]. These applications
pose soft real-time and QoS requirements on data transmis-
sion, including fast and reliable transfer and substantial
throughput. To support the QoS demands of the P2P appli-
cations, the overlay network must be flexible, predictable
and adaptable.

Related Work
Ever since the idea of P2P computing was introduced, it

has been attracting the attention of not only researchers
from the academic communities but also from the industries
such as IBM, Intel, etc. Notable among these is the Sun
Microsystems's proposals for creating P2P support - the
JXTA [7] technology and the JXME [8] technology. JXTA
technology is a set of simple, open source P2P protocols
that enable any device on the network to communicate, col-

laborate, and share resources. The goal of the JXME tech-
nology is to provide JXTA P2P infrastructure for con-
strained devices using the Connected Limited Device Con-
figuration (CLDC) and the Mobile Information Device Pro-
file 2.0 (MIDP). In both the endeavors above, we see that
the developers have addressed several technological chal-
lenges to make P2P computing a reality. Resource discov-
ery has been the most important area where many research-
ers have focused their attention [21]. Another problem
where some progress has been made includes storage [32]
management. In the recent time, security has an important
focus of research [33].

Peers, Agents and Their (Web) Services
The proposed smart P2P infrastructure allows networks

to dynamically work together by using proxy agents, which
are controlled by user-defined policies. The proxy agents
reside on peer computers, perform tasks on behalf of their
peers, and carry out negotiation between peers. For exam-
ple, proxy agents can perform tasks such as searching and
code compilation on files located across peers.
We support two types of peers - fat peers and thin

peers. Fat peers in our middleware will be capable of han-
dling XML-based protocols such as SOAP, WSDL, UDDI,
which collectively make up the core of Web services tech-
nology [9]. Simple Object Access Protocol (SOAP) pro-
vides a standard messaging protocol that enables RPC
amongst peer applications. Web Service Description Lan-
guage (WSDL) defines a formatting standard that describes
an object's interface for proxy generation. Universal De-
scription, Discovery and Integration (UDDI) allow peers to
describe and discover other peers and their services across
the Internet. Dynamic discovery with UDDI and dynamic
binding with WSDL allow flexible run-time behaviour, fa-
cilitating P2P interactions.
XML Web services will allow true interoperability in

our P2P network, providing seamless integration amongst
peer services implemented with different technologies on
heterogeneous platforms. They offer a high-level of ab-
straction that hides the low-level plumbing details. Such an
approach of reusing existing Web services protocols allows
incremental design from bottom-up and can ease much of
the development effort in building our peer-to-peer mid-
dleware.

Because of the loosely coupled nature of Web services
protocols, we envisage that the message queuing technolo-
gies such as Java Messaging Service (JMS), IBM Web-
SphereMQ, MSMQ, etc. will play a greater role in any
peer-to-peer middleware design [10-12]. For example, mes-
sage queuing technology can allow SOAP messages to be
queued to its intended recipient in an asynchronous man-
ner. Amongst many other benefits, message queuing tech-
nology provides important features such as guaranteed
message delivery, message routing capability, message re-
pository, message encryption, and priority-based messaging
[13]. In fact, we strongly believe that these features will
make our peer-to-peer middleware to be highly scalable
and reliable.
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