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Abstract—Over the past decade, the problem of achieving fair bandwidth allocation on a link shared by multiple traffic flows has been
extensively researched. However, as these flows traverse a computer network, they share many different kinds of resources, such as
links, buffers, and router CPU. The ultimate goal should hence be overall fairness in the allocation of multiple resources rather than a
single specific resource such as link bandwidth. In this paper, we present a novel scheduler, called Prediction-based Composite Fair
Queuing (PCFQ), which jointly allocates the fair share of the link bandwidth and processing resources to all competing flows. We
derive the worst-case delay bound, the work complexity, and the relative fairness bound for the PCFQ scheduler and show that it
outperforms a system consisting of separate bandwidth and CPU schedulers. We further present simulation results which illustrate the
improved performance characteristics achieved by PCFQ. We also demonstrate that our composite scheduler can be easily
implemented on an off-the-shelf network processor such as the Intel IXP 2400. Experimental results from the IXP 2400 implementation
highlight the effectiveness and high performance of this algorithm in a real-world system.

Index Terms—Packet-switched networks, microprocessor/microcomputer applications, scheduling and synchronization.
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1 INTRODUCTION

FAIR allocation of shared network resources among
multiple users is an intuitively desirable property. Strict

fairness in traffic scheduling improves the isolation between
flows, offers a more predictable performance, and elim-
inates bottlenecks. Fair resource allocation also plays an
important part in quality-of-service (QoS) mechanisms that
ensure end-to-end performance guarantees such as mini-
mum bandwidth and delay bounds [1]. Fair scheduling
algorithms have also been used for preventing certain kinds
of Denial-of-Service (DoS) attacks [2]. Many formal notions
of fairness such as Proportional Fairness, Max-Min Fairness,
and Utility Fairness have been proposed in recent years.
The Max-Min notion of fairness is among the more popular
notions and is based on the following premises: 1) Resources
are allocated in order of increasing demands, 2) no user
receives more than what was requested, and 3) users with
unsatisfied demand share the remaining resource [1].

The link BW, however, is not the only resource that is
shared by the traffic flows as they traverse the network. A
router’s processor is often also a critical resource to which
all competing flows should have fair access. For each
incoming packet, the router has to perform several activ-
ities, which may include computing the checksum, per-
forming a forwarding table lookup, processing variable
length options, and so forth. Given the fact that the
processing requirements of different packets vary widely,

the issue of fairness in the allocation of the processing
resources gains significance. In addition, besides the fact
that packet lengths can vary widely, there is also a wide
variation in the ratio of a packet’s demand for BW and its
demand for processing cycles primarily due to the different
kinds of control data carried by individual packets, for
example, in the optional headers. Thus, one cannot achieve
overall fairness merely by fair sharing of the link BW alone
or merely through fair allocation of the processing resource
alone. Moreover, the allocation of BW and of CPU resources
is interdependent and fair allocation of one resource does
not necessarily entail fairness in the other resource alloca-
tion. Therefore, for better maintenance of QoS guarantees
and overall fairness in resource allocations for the contend-
ing flows, it is vital that the processor and BW scheduling
schemes should be integrated.

The ability to rapidly deploy new services to satisfy user
demands is a key motivating factor for recent research in the
area of programmable networks [30]. The fundamental
concepts of network programmability are also being applied
toward developing novel next-generation architectures for
the Internet. We are slowly seeing a shift away from custom
logic-based or pure software-based switches and routers
toward intelligent and configurable network-processor-
based architectures [3], [4]. The issue of joint allocation of
processing and BW resources is of primary importance in
such networks, especially given the extensive packet proces-
sing capabilities of today’s network processors.

1.1 Related Work
The reference model for the Max-Min Fairness policy is the
ideal but unimplementable Generalized Processor Sharing
(GPS) discipline [6]. During the past several years, a variety
of practical algorithms have been proposed for achieving
fair allocation of the link BW among multiple flows that
share the link [1], [7], [8]. However, most of these schemes
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cannot be readily adapted for processor scheduling because
they require precise knowledge of the execution times for
the incoming packets at the time of their arrival in the node.
Start-Time Fair Queuing (SFQ) [9], a BW scheduling
algorithm that does not require knowledge of the packet
length prior to making a scheduling decision, could be a
suitable option for scheduling computational resources.
However, the worst-case delay under SFQ increases with
the number of flows [10]. Furthermore, it tends to favor
flows that have a higher average ratio of processing time
per packet to reserved processing rate [11]. Over the years,
several researchers working in the field of computer
architecture have proposed schemes for scheduling access
to the CPU processing cycles [12], [13], [14]. However, most
of these proposals focus on CPU scheduling for end systems
and work on the task level, not at the packet level.

Pappu and Wolf [11] presented a processor scheduling
algorithm for programmable routers called Estimation-
Based Fair Queuing (EFQ) that estimated the execution
times of various applications on packets of given lengths
offline and then scheduled the processing resources based
on the estimations. Fixed values of the estimation para-
meters measured offline may not always produce good
estimations due to variation in server load and operating
system (OS) scheduling. Galtier et al. [15] proposed a
scheme to predict the CPU requirements of executing a
specific code on a variety of platforms. However, the
scheme is too complicated to be implemented with
programmable routers.

A few scheduling schemes have also been proposed for
multiprocessors, but these use mostly simple static policies
[4], [16]. Shi et al. [17] describe the design and implementa-
tion of the Dynamic Window-Constrained Scheduling
(DWCS) algorithm for scheduling packets on network
processors. However, DWCS was developed only for BW
scheduling. De Bernardinis [18] developed another sche-
duler called the Packet Timed Token Service Discipline
(PTTSD), which allows the coexistence of renormalization
group (RG) flows (for example, real-time flows) and classic
best effort (BE) flows and schedules BW resources among
the competing flows.

All of the scheduling schemes discussed above are
designed to schedule only a single resource, that is, either
BW or processing resource. As discussed earlier, it is
obvious that one cannot achieve overall fairness merely
with the fair allocation of link BW alone or merely through
the fair allocation of processing resource alone. Multiple
resource scheduling has been studied in [29], [31], and [30].
Banga et al. [29] propose a model for fine-grained resource
management in monolithic kernels called a resource
container, which is capable of controlling not only CPU
cycle but also memory, disk BW, and socket buffer. Unlike
our work, this work focuses on end-system resource
management. Ghosh et al. [31] have proposed an integrated
resource management and scheduler framework (for
phased-array radar system) that maximizes overall system
utility, performs task scheduling, and satisfies multire-
source constraints. A constrained optimization technique is
used for scheduling radar-specific resource such as energy
and time. Although we share a common goal of scheduling

multiple resources, our techniques and scenarios are
different. Yau and Chen [30] present a resource manage-
ment architecture for programmable router OS. Their
system integrates individual schedulers for different re-
sources (that is, CPU scheduler, Memory Pool scheduler,
Disk scheduler, and Network scheduler) to achieve QoS.
Furthermore, although the determination of execution times
for packets in advance on a programmable node has been
identified as a major obstacle in managing processing
resources [11], [15], [19], none of the previous studies
provided a generalized online solution to the problem.

1.2 Contributions
The main contributions of this paper can be summarized as
follows:

. We present a novel framework for designing a
multiple resource scheduler. We explain our frame-
work by focusing on a particular instantiation: a
composite BW and processor scheduler called Predic-
tion-based Composite Fair Queuing (PCFQ) which can
schedule multiple resources adaptively, fairly, and
efficiently among all of the competing flows.

. This paper also analytically derives the relative
fairness bound (FB) of PCFQ, which is a popular
metric for evaluating the fairness properties. The
upper bound on the delay experienced by a packet
scheduled by PCFQ is also analyzed. Finally, the
worst-case work complexity, a metric that highlights
the efficiency of PCFQ, is evaluated. Our analysis
shows that PCFQ has better fairness characteristics
and a significantly lower latency bound in compar-
ison to separate CPU and BW schedulers. Simula-
tion-based evaluations to confirm our analytical
results are also presented.

. The FB is a fairness measure, which highlights the
worst-case performance of the scheduler. It, how-
ever, does not accurately capture the behavior of the
scheduler under normal circumstances. We use a
metric called the Gini index, borrowed from the field
of economics, to comparatively judge the instanta-
neous fairness achieved by PCFQ. Simulation results
to demonstrate the improved instantaneous fairness
of PCFQ are also presented.

. With the rapid increase in the capacity of transmis-
sion links, the ease with which a scheduler can be
implemented in real hardware systems is extremely
crucial. We demonstrate that our scheduler can be
easily implemented on an off-the-shelf network
processor such as the Intel IXP 2400 board. The
extensive experimental results from the IXP 2400
implementation highlight the effectiveness and high
performance of this algorithm in a real-world
system.

1.3 Organization
The rest of the paper is organized as follows: Section 2
provides an overview of the PCFQ scheduling algorithm.
Section 3 presents analytical results which prove the
fairness, latency, and efficiency properties of PCFQ.
Section 4 discusses simulation results and the details of
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the implementation of the PCFQ scheduler on the Intel IXP
2400 network processor, and the empirical results are
discussed in Section 5. Finally, Section 6 concludes the
paper.

2 PREDICTION-BASED FAIR QUEUING

In this section, we present a brief overview of the PCFQ
scheduler. A more detailed description can be found in [20],
[22], and [32].

2.1 Online Prediction Process
Since the processing requirement of each packet is not
known a priori, the PCFQ scheduler needs to estimate the
processing duration for each arriving packet. We have
investigated several smoothing methods and their suitabil-
ity for predicting the processing requirements of the
packets. A detailed analysis, investigations, and a compara-
tive performance analysis of the alternatives are discussed
in [22]. Our investigations show that the Single Exponential
Smoothing (SES) technique is well suited to estimating the
execution times of the packets. SES is computationally
simple and an attractive method of forecasting. SES uses the
following equation to calculate a new predicted value:

Ftþ1 … �Xt þ ð1 � �ÞFt; where 0 � � � 1; ð1Þ

where Ft and Ftþ1 are the predicted values for the packet
arriving at the tth and ðt þ 1Þth time instants, respectively,
Xt is the actual duration required to process the packet that
arrived at time t, and � is the SES coefficient which
determines the relative weight allocated to the history and
the current estimated sample.

Most of the packets that are processed by today’s routers
can be broadly classified into two categories based on their
processing needs: 1) header processing and 2) payload
processing. Header processing (that is, IP forwarding,
transport layer classification, QoS routing, and so forth)
only requires read and write operations in the header of the
packet and, so, the processing complexity is, in general,
independent of the size of the packets. In contrast, payload
processing (that is, IPSec Encryption, packet compression
and packet content transcoding, aggregation of sensor data,
and so forth) involves read and write operations on all of
the data in the packet (in particular, the payload of the
packet) and, therefore, the processing complexity strongly
correlates to the packet size [11]. In order to account for the
correlation between the processing costs and packet sizes,
we incorporated the scaling factor (SF) in the SES estimation
as follows:

Ftþ1 … SFf�Xt þ ð1 � �ÞFtg; where 0 � � � 1; ð2Þ

where SF … 1 for header processing packets and SF … Ltþ1
Lt

for payload processing packets. Also, Lt and Ltþ1 are the
lengths of the packet arriving at times t and t þ 1,
respectively.

It is important to note that, for packets that require
payload processing, the packet size may change following
the processing activity, for example, in image format
transcoding. To take this packet size change into account,
we define and calculate a resize factor for a flow, which is the
ratio of the average packet size after processing to the
average packet size before processing for that flow. Our
PCFQ scheduler maintains a resize factor for each flow and
its value is updated on a continuous basis.

2.2 Overview of the PCFQ Algorithm
We first begin by briefly describing the system model used
in our work.

As shown in Fig. 1a, a set of N flows share a processor
and a link. Packets from each flow are first processed by the
processor and then transmitted onto the output link. The
joint allocation of the processing and BW resources is
accomplished by the composite scheduler, which selects a
packet from the input buffers and passes it on to the CPU
for processing. No scheduling action takes place after the
processing, and the packets processed by the CPU are
stored in the buffer between the processor and the link and
are transmitted in a first-come, first-served order. Note that
packets that do not require processing can bypass the CPU
and be directly scheduled for transmission. The composite
scheduler exploits parallelism, with the CPU processing one
packet in parallel with the transmission of another. The
packets are scheduled based on their CPU and BW
requirements in such a way that the link capacity is never
overutilized (that is, no congestion is created at the output
link). In the event that the CPU and/or link utilization
approaches unity (that is, 100 percent of utilization), the
packets will be queued in the flow buffers upstream of the
scheduler.

To better explain our framework for the joint allocation
of multiple resources, we focus on PCFQ, one particular
instantiation which is designed to schedule both BW and
CPU resources adaptively, fairly, and efficiently among all
of the competing flows. In our discussion, we use the notion
of Max-Min Fairness [1], which is employed in most
popular resource schedulers such as Weighted Fair Queu-
ing (WFQ) [7]. The scheduling strategy employed in PCFQ
is similar to the WFQ scheduler. One can readily design
similar multiple resource schedulers based on other
scheduling strategies such as SFQ [9]. In the traditional
WFQ, which is used for BW scheduling, packets from
different sessions are stamped with virtual finishing times
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and selected for scheduling based on the increasing order of
these finishing times. The virtual finish time of a packet
indicates a virtual time by which the last bit of the packet
must be transmitted through the link. The algorithm uses
the packet size and a system virtual time to compute the
finishing times of the incoming packets. The system virtual
time is also required to bootstrap new sessions by
equalizing the normalized services of these sessions with
the current backlogged sessions.

A flow is backlogged during the time interval ðt2 � t1Þ if
the queue for the flow is never empty during that interval.
However, the WFQ algorithm cannot be directly used for
CPU scheduling as this would require precise knowledge of
execution times for packets in advance. Furthermore, WFQ
is a single resource scheduler and cannot be employed for
jointly allocating multiple resources.

On the contrary, in PCFQ, we formulate a new system
virtual function and finishing time computation mechanism
to incorporate the scheduling of multiple resources such as
BW and CPU.

The virtual finish time (VFT) F k
i represents the normal-

ized amount of service that session i has received following
the service of packet k. Packets from different sessions are
stamped with VFTs and selected for service based on the
increasing order of VFTs. The aim is to equalize the
normalized service of all backlogged sessions. Computing
the VFTs requires knowledge of the packet size and also an
estimate of the time required to process the packet.
Section 2.1 presented a discussion on online techniques
for predicting the processing time. VFTs are calculated as
follows:

F k
i … Sk

i þ
EP k

i
�i

cpu
þ

8Lk
i �i

106ð�i
bwBWÞ

; ð3Þ

where �i
cpu and �i

bw are the weights for CPU and BW for
flow i. Note that adaptive schemes such as in [35] can be
employed to dynamically adjust the weights assigned to the
flows. EP k

i is the estimated processing cost of packet k of
flow i in seconds, Lk

i is the length of packet k of flow i in
bytes, �i is the resize factor of the packets in flow i, BW is
the transmission link BW in megabits per second, and Sk

i is
the virtual starting time of packet k of flow i calculated as
follows:

Sk
i … max F k�1

i ; V ðak
i Þ

� �
: ð4Þ

Here, F k
i and F k�1

i represent the VFTs of packets k and ðk � 1Þ
of flow i and V ðak

i Þ is the system virtual time (SVT) at the
arrival of packet k of flow i. Virtual time is calculated as
follows:

V ðt þ �Þ … V ðtÞ þ
�

sumwðtÞ
; ð5Þ

sumwðtÞ …
X

i2BðtÞ

ð�i
cpu þ �i

bwÞ: ð6Þ

In the equations above, sumwðtÞ is the summation of the
weights (both CPU and BW) of all of the active flows at
time t, BðtÞ is the set of backlogged flows at time t, and � is
the time difference between two virtual time updates, that

is, the interpacket arrival time. The scheduler maintains
per-flow variables for storing the values of �i, PPiðtÞ, and so
forth. When the scheduler is initialized, V ðtÞ and EPiðtÞ for
all flows are set to zero and �i for all flows is set to one.
With the arrival of every new packet, the scheduler updates
V ðtÞ and calculates the VFT of the packet F k

i using (3). The
scheduler then stores the packet in the corresponding flow
queue. While any packet exists within the queues, the
dequeue method of the scheduler checks the finishing times
of the packets at the head of all active flow queues and
dequeues the packet with the minimum finishing time. It
then hands the packet to the processor handler object,
which, in turn, processes the packet and enqueues it in the
first-in, first-out (FIFO) transmission queue. After each
packet for flow i is processed, the scheduler updates the
predicted processing time for the next packet for flow i. In
addition, �i is also updated accordingly.

3 ANALYTICAL RESULTS

In this section, we analytically derive the work complexity,
fairness, and delay properties of the PCFQ scheduler. We
also compare the behavior of PCFQ to a typical implemen-
tation found in most existing routers today, wherein
separate schedulers are responsible for scheduling the BW
and the CPU. The exact scheduling algorithm used in each
scheduler can be chosen from the host of available
scheduling disciplines. In our comparisons, we pick WFQ
as a representative example since it has been proven to have
the least worst-case latency bounds among all existing
schedulers [10]. Note that WFQ cannot be easily adapted to
schedule the processing resource since it requires the
knowledge of the processing duration of each packet.
However, for this comparison, we assume that the exact
execution durations for each packet are precisely available.
The system model for such a concatenated CPU and BW
scheduler is illustrated in Fig. 1b.

3.1 Work Complexity of PCFQ
To evaluate the efficiency of the PCFQ scheduler, we derive
its work complexity over n flows of execution, which is
defined as the order of the time complexity with respect to n
of enqueuing and then dequeuing a packet for transmission.

Theorem 1. The worst-case work complexity of the PCFQ
scheduler is OðnÞ.

Proof. When a new packet is enqueued, PCFQ calculates the
virtual time and then puts the packet in the respective
queue. The worst-case complexity of computing the
virtual time for n flows is OðnÞ. The complexity of
maintaining a sorted list of packets is based on their
timestamps and the complexity of computing the
maximum or the minimum in this list prior to each
packet transmission incurs a complexity of OðlognÞ.
Hence, the overall work complexity of the PCFQ
scheduler is OðnÞ. tu

Although the work complexity of PCFQ is OðnÞ, it
should be noted that the overall implementation complexity
has been significantly reduced by scheduling both CPU and
BW resources by using a single composite algorithm. In an
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instance where separate CPU and BW schedulers are used,
all of the above operations, that is, computing the virtual
time, sorting, and so forth, need to be performed twice, once
for each resource scheduler, and, hence, the implementation
complexity is twice that of our composite scheduler. It may
be noted that, although some CPU and BW schedulers have
a complexity of OðlognÞ and implementing two such
separate schedulers would have a complexity of OðlognÞ
(which is less than OðnÞ), these schedulers do not have good
fairness properties.

3.2 Fairness Analysis of PCFQ
We begin by highlighting some of the notations that will be
used in the fairness and delay analysis:

. N : The number of flows served by the composite
resource scheduler.

. P k
i and Lk

i : The processing cost and length of
packet k in flow i.

. P max
i and Lmax

i : The maximum processing cost and
length of a packet of flow i.

. Pi and Li: The processing cost and length of a packet
of flow i.

. Pmax and Lmax: The maximum processing cost and
length of a packet among all backlogged flows.

. ri
cpu and ri

bw: CPU and BW reservation, respectively,
for flow i.

. Rcpu and Rbw: The system CPU capacity and BW of
the transmission link.

. Wiðt1; t2Þ and Ŵiðt1; t2Þ: The normalized service
(including processing and transmission) received by
flow i during the time interval ðt1; t2Þ when served by
the PCFQ and GPS scheduler, respectively.

. Ptcj
i … ð P j

i
Rcpu

þ Lj
i

Rbw
Þ: The sum of processing and trans-

mission cost of the jth packet in flow i.
. ð Pk

i
ri

cpu
þ Lk

i
ri

bw
Þmax: The maximum normalized total cost of

serving a packet K from flow i.
. ð P k

i
Rcpu

þ Lk
i

Rbw
Þmax: The maximum total cost of serving a

packet K from flow i.
. P max

tc : The maximum total cost (processing and
transmission) of a packet in the system, given by

P max
tc … max

P k
i

Rcpu
þ

Lk
i

Rbw

� �max

; � � � ;
P k

n
Rcpu

þ
Lk

n
Rbw

� �max� �

In our fairness analysis, we use the popular metric Relative
Fairness Bound (RFB) first proposed in [23]. RFB is defined as
the maximum difference in the normalized service received
by any two flows over all of the possible intervals of time.
Traditionally, RFB has been used to evaluate the fairness in
allocation of a single resource. We modify this metric to
include both the processing and transmission services
received by a flow. This enables us to evaluate the joint
fairness in the allocation of the CPU and the link.

Definition 1. Given an interval ðt1; t2Þ, we define the relative
fairness RF ðt1; t2Þ for this interval as the maximum value of
jWiðt1; t2Þ � Wjðt1; t2Þj over all pairs of active flows i and j.
RFB is defined as the maximum of RF ðt1; t2Þ over all possible
time intervals ðt1; t2Þ.

To evaluate the RFB for the PCFQ scheduler, we first
present two lemmas which compare the fairness properties
of PCFQ with an ideal GPS scheduler, which jointly
allocates the CPU and link resources in a fair manner.

Lemma 1. The maximum amount of service by which a flow
served by a PCFQ scheduler can lag behind the service that it
would have received from an ideal GPS scheduler is given by

Wið0; tÞ � Ŵið0; tÞ � P max
tc : ð7Þ

Proof. Since GPS and PCFQ are both work conserving, they
have the same busy period. Therefore, it is sufficient to
prove the result for each busy period. Here, we use a
similar approach as that employed in [24] and [25].

Let k be the maximum number of packets in session i,
whose service finishes as early as time tk

i and t̂k
i in GPS

and PCFQ, respectively. For the situation where GPS is
leading the PCFQ scheduler, the service of the packets
has finished earlier in GPS than PCFQ. As a result,
tk
i � t̂k

i .
At time tk

i , packet pk
i has already finished receiving the

service, whereas the ðk þ 1Þth packet has not. Hence,

Wið0; t̂k
i Þ �

Xkþ1

j…1
Ptcj

i �
Xk

j…1
Ptcj

i þ P max
tc : ð8Þ

PCFQ finishes serving the kth packet at time t̂k
i , so

Ŵið0; t̂k
i Þ …

Xk

j…1
Ptcj

i :

Using this in (8), we get

Wið0; t̂k
i Þ �Ŵið0; t̂k

i Þ þ P max
tc

�Ŵið0; tk
i Þ þ P max

tc

) Wið0; tÞ �Ŵið0; tÞ þ P max
tc :

ut

Lemma 2. The maximum amount of service by which any flow i
served by a PCFQ scheduler can lead the service that it would
have received from an ideal GPS scheduler is given by

Ŵið0; tÞ � Wið0; tÞ � minððN � 1ÞP max
tc ;

max
1�n�N

ri
cpu

Pn

rn
cpu

 !

þ ri
bw

Ln

rn
bw

� � !

:

Proof. Our approach here is similar to the one used in [26]
for WFQ and in [25] for SWFQ. As shown earlier, if each
of the ðN � 1Þ flows in GPS leads the corresponding
flows in PCFQ by P max

tc , then one flow in PCFQ will lead
its corresponding flow in GPS by ðN � 1ÞP max

tc . However,
this bound is too large for most cases. A tighter bound
can be proven as follows:

Let tk
i and t̂k

i be the time when packet pk
i starts the

service in GPS and PCFQ, respectively. We only need to
consider the case where t̂k

i � tk
i ; therefore,
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Ŵið0; tk
i Þ … Ŵið0; t̂k

i Þ þ Ŵiðt̂k
i ; tk

i Þ

� Wið0; tk
i Þ þ Ŵiðt̂k

i ; tk
i Þ:

ð9Þ

At time t̂k
i , since session i receives more services in PCFQ

than in GPS, there must be a session j receiving more
services in GPS than in PCFQ.

In Lemma 1, we have shown that, at any time, GPS
can lead PCFQ by P max

tc . Hence,

Ŵiðt̂k
i ; tk

i Þ � ri
cpu

Pj

rj
cpu

 !

þ ri
bw

Lj

rj
bw

 !

: ð10Þ

Using (10) in (9),

Ŵið0; t̂k
i Þ � Wið0; t̂k

i Þ � ri
cpu

Pj

rj
cpu

 !

þ ri
bw

Lj

rj
bw

 !

� max
1�n�N

ri
cpu

Pn

rn
cpu

 !

þ ri
bw

Ln

rn
bw

� �
:

ð11Þ

Combining the two cases, we have

Ŵið0; tÞ � Wið0; tÞ � minððN � 1ÞP max
tc ;

max
1�n�N

ri
cpu

Pn

rn
cpu

 !

þ ri
bw

Ln

rn
bw

� � !

:
ð12Þ

tu

We now proceed to derive the RFB for the PCFQ scheduler.

Theorem 2. For any two flows i and j that become backlogged at
time � in a PCFQ scheduler, the following fiarness bound
ðRFBpcfqÞ holds for every time interval ðt1; t2Þ after time � :

RFBpcfq � max Cj þ
Ptcmax

cpu

ri
cpu

þ
Ptcmax

bw
ri

bw

 !

þ
Pj

rj
cpu

þ
Lj

rj
bw

 !

;

"
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Ptcmax

cpu

rj
cpu

þ
Ptcmax

bw

rj
bw

 !

þ
Pi

ri
cpu

þ
Li

ri
bw

 !#

:

Proof. According to [27], if i and j are the two flows that
become backlogged at time � and are being served by a
single resource (that is, BW) WFQ scheduler, then the
following fairness bound (RFB) holds for every time
interval ðt1; t2Þ after time � :

RFBwfq � max Cj þ
Lmax

ri
þ

Lj

rj
; Ci þ

Lmax

rj
þ

Li

ri

� �
; ð13Þ

where Ci … min ðN � 1Þ
Lmax

ri
; max

1�n�N

Ln

rn

� �
: ð14Þ

Here, Ci is the maximum normalized service that flow i
can receive from a WFQ server in excess of that offered
by the ideal GPS scheduler over any time interval [27]. If
flows i and j are already backlogged in the system, then
the additional amount of normalized service that flow j
may receive in excess as compared with the ideal GPS
scheduler is bounded by Cj. Similarly, the normalized
service received by flow i in WFQ can lag the
corresponding service received in GPS by a maximum
of Lmax

ri
. Thus, the total normalized service that flow j may

receive while flow i is awaiting the service is bounded by
Cj þ Lmax

ri
þ Lj

rj
.

Since the PCFQ scheduler works on a similar
principle as the WFQ scheduler, we use the above
equations as a baseline for deriving the fairness bound
for the PCFQ scheduler. Let us assume that the
maximum normalized service that flows i and j receive
in excess of their corresponding service in an ideal
multiple resource GPS server is given by Ci and Cj,
respectively. Since flows i and j are backlogged in the
PCF scheduler, the FB can be given as

RFBpcfq � max Cj þ
Ptcmax

cpu

ri
cpu

þ
Ptcmax

bw
ri

bw

 !

þ
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þ
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 !
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þ
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 !

þ
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þ
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 !#
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where

Ci … min ðN � 1Þ
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Cj … min ðN � 1Þ
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3.3 Delay Guarantee of PCFQ
In deriving an upper bound on the latency of PCFQ, we use
the concept of delay guarantee, defined in [9]. We first
evaluate the delay guarantee provided by a system
consisting of two separate WFQ schedulers: one for BW
and the other for the CPU. We then proceed to present the
delay guarantee for the PCFQ scheduler. Due to space
limitations, we do not present the entire proof.

3.3.1 Delay Guarantees with Separate WFQ Schedulers
for CPU and BW Scheduling

The WFQ algorithm, when used for BW or CPU scheduling
(assuming that the execution times of the packets can be
estimated), is able to guarantee an upper bound on the
delay experienced by a flow. It has been proven in [6] that
the delay guarantee for a BW WFQ scheduler is

�i …
Lmax

i
ri

bw
þ

Lmax

Rbw

� �
: ð15Þ

The delay guarantee for a WFQ CPU scheduler can be
evaluated in a similar manner. Hence, the delay guarantee
�WFQ

i for a flow i served by two concatenated WFQ BW and
CPU schedulers is given by

�WFQ
i …

P max
i

ri
cpu

þ
Pmax

Rcpu

 !

þ
Lmax

i
ri

bw
þ

Lmax

Rbw

� �
: ð16Þ

3.3.2 Delay Guarantees Provided by PCFQ
Note that the basic operation of the PCFQ scheduler, such
as the computation, the virtual time, finishing time, and so
forth, is similar to that of the WFQ scheduler. The main
difference is that the PCFQ scheduler takes into account
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both the processing cost and the transmission cost (that is,
the total cost) of the packets in order to calculate the
finishing time. The proof for the following theorem is
excluded for the sake of brevity.

Theorem 3. The delay guarantee �PCFQ
i of a flow i served by the

composite PCFQ scheduler is given by

�PCFQ
i …

P k
i

ri
cpu

þ
Lk

i
ri

bw

 !max

þ max
P k

i
Rcpu

þ
Lk

i
Rbw

� �max

; � � � ;
P k

n
Rcpu

þ
Lk

n
Rbw

� �max� �
:

ð17Þ

PCFQ is able to guarantee an upper bound on the delay
based on the flow’s properties such as its reserved rates for
BW and CPU and the maximum total cost of a packet within
the flow. Also, the worst-case delay is influenced by the
maximum total cost of a packet within all of the backlogged
flows within the system.

Note that the latency bound is a particularly important
QoS characteristic, especially for real-time applications,
which are being increasingly used over the Internet. In
order that the reader may fully appreciate the improvement
in the latency characteristics of PCFQ, we compare the
latency bound of PCFQ with separate BW and CPU WFQ
schedulers. In our illustrative example, we assume that two
flows are sharing a processing resource ðRcpuÞ of 500 MHz,
that is, 500 million cycles per second, and a link BW of
400 kilobits per second (Kbps) ðRbwÞ. The traffic character-
istics and the BW and CPU reservations for the two flows
are listed in Table 1. We assume that the packet arrival rates

for both flow 1 and flow 2 are such that both of the flows are
just saturating their reserved rates. Table 1 shows the delay
guarantees for both flows. It clearly illustrates that PCFQ
provides better delay guarantees than separate WFQ BW
and processor schedulers. Table 2 summarizes the work
complexity, fairness, and latency bounds of the PCFQ
scheduler and separate CPU and BW WFQ schedulers.

4 SIMULATION RESULTS

In this section, we present the simulation results on the
delay characteristics and the fairness properties of the
PCFQ scheduler.

The simulations were performed using the ns-2 network
simulator [28] on a 1.8 GHz Pentium 4 PC with 384 Mbyte
memory running the Redhat 7.2 Linux OS. Our simulation
model consists of 30 UDP flows sharing a single processor
and a link. The simulation settings of the individual flows
are given in Table 3. The three groups of flows reference
different applications with varying processing require-
ments. The optional headers field in the packet is used to
specify the processing tasks required. The output link
capacity was set to 10 Mbps. The simulations were run for
300 sec. and samples were collected at 3 sec. intervals. The
packet generation rates for all the flows were adjusted such
that the cumulative demand for the CPU and BW resources
were 97 percent and 96 percent, respectively. This ensures
that the measured delays reflect the performance of the
scheduler and are not affected by large queuing delays. To
be consistent with our theoretical analysis in Section 3, we
compare the performance of PCFQ with an implementation
consisting of separate WFQ schedulers for CPU and BW
scheduling. We assume that the WFQ CPU scheduler uses
the same online prediction scheme, that is, SES, used by
PCFQ for estimating the processing duration of each packet.
The SES coefficient � was set to 0.4 based on earlier
experimentation in [32], which indicates that a value of 0.4
provides the most accurate results.

4.1 Delay Comparison
Figs. 2, 3, and 4 show the delays experienced by the packets
of an individual flow from each of the above three groups of
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TABLE 1
A Comparative Example of the Delay Bounds

TABLE 2
Performance Comparison of PCFQ and Separate WFQ Schedulers
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