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Abstract

Although speech recognition systems have become more

reliable in recent years, they are still highly error-prone.

Other components of a spoken language dialogue system

must then be robust enough to handle these errors effec-

tively, to avoid recognition errors from adversely affecting

the overall performance of the system. In this paper, we

present the results of a study focusing on the robustness of

our agent-based dialogue management approach. We found

that while the speech recognition software produced seri-

ous errors, the Dialogue Manager was generally able to re-

spond reasonably to users’ utterances.

1. Introduction

In recent years, considerable research effort has been put

into the area of dialogue modelling for computer-based ap-

plications. The goal is to allow high-level user-system inter-

action, such as through spoken language interfaces, which

become feasible in domains that are sufficiently constrained

to overcome the limitations of speech recognition over large

vocabularies. To ensure flexible, adaptive and continuous

interaction, robust dialogue management for such interfaces

is of particular importance. Central to the robustness of di-

alogue management is the capability of the system to re-

cover from errors, particularly speech recognition errors.

Note that although speech recognition systems have greatly

improved in recent years and have become commercially

viable, performance of such systems is still far from per-

fect, and speech recognition errors are inevitable. Speech

recognition errors become more of a problem as the com-

plexity of speech interaction increases, due to the increase

in the variety of language constructions able to be used, and

the potential for compound errors (further errors as a re-

sult of speech recognition errors). Our goal in designing a

dialogue manager was to blend the flexibility of speech in-

teraction with robust dialogue management, so that the user

can continue a meaningful interaction with the system even

when speech recognition produces errors.

In this paper, we describe how the Dialogue Manager

handles speech recognition errors from third-party speech

recognition software in the context of a personal assistant

application providing access to e-mail and calendar appli-

cations. The objectives of the current study are to quantify

the accuracy of the speech recognition engine and then ex-

amine the robustness of the Dialogue Manager in process-

ing individual utterances. We first give an overview of the

Dialogue Manager and the strategies we have used to en-

sure robustness of the system, then describe the experimen-

tal method for the study, and finally present the results of

our evaluation.

2. The Dialogue Manager

We have used several strategies in our Dialogue Man-

ager to encourage robustness against speech recognition er-

rors. Firstly, to extract the essence of an utterance with the

aim of recognising the user’s intention or purpose, rather

than processing every word in a user’s utterance, we look

for specific words and task-specific phrases in order to iden-

tify key words and concepts. In doing so, we minimise the

effects of speech recognition errors in irrelevant parts of an

utterance by not requiring the speech recognition to be ac-

curate over the entire utterance. Secondly, to encourage ro-

bustness and to allow flexibility in speech interaction, we

have used a variety of rules to let the user express the same

request in multiple ways, e.g. Have I received any e-mail

from John? or Are there any new e-mails from John? How-

ever, this still relies on the speech recognition software’s

output, which is error-prone. Thirdly, we have used an open

vocabulary over a dictation-based language model, again

to provide flexibility in speech interaction. Although con-

strained by the domain, the user’s language can be arbi-

trary English sentences, so can include proper names, pro-

nouns and a variety of grammatical constructions. This has

required us to use the speech recognition software in dicta-



tion mode, as our observations indicated that an increase in

the size of a grammar would lead to an unacceptable degra-

dation of speech recognition performance. In the case of

failures, an important function of the Dialogue Manager is

to recover and present a response to continue the interac-

tion. Such a response may be a simple request to the user

to repeat their last statement, or a clarification request ask-

ing for specific information relevant to the current task.

Designed to be used with any third-party speech recog-

nition software, the Dialogue Manager is implemented as

one agent in a multi-agent system. The dialogue model

consists of a collection of modular plans, each handling a

particular dialogue or problem-solving aspect of the sys-

tem, Nguyen and Wobcke [1]. The Dialogue Manager is

currently deployed as part of the Smart Personal Assistant

(SPA), Wobcke et al. [4], that enables users to conduct a

natural language dialogue in the domains of e-mail and cal-

endar management using a variety of devices. The system

is implemented as a multi-agent system using JACK Intel-

ligent AgentsTM, as shown in Figure 1. In our experimental

setup, users interacted with the system using a PDA inter-

face via the internal microphone, with the speech recogni-

tion software running on a server.
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Figure 1. SPA System Architecture

The typical flow of control is as follows. User utterances

are first processed by the Speech Recogniser, which then

passes the corresponding text output to the Partial Parser.

The Partial Parser then performs a “shallow” syntactic anal-

ysis of this text, extracting key words and phrases (e.g.

domain-specific keywords such as e-mail and phrases such

as from John), discarding the remainder. The Partial Parser

is based on pattern matching, and uses the ProBot script-

ing engine of Sammut [2]. The Partial Parser then sends a

simple structural representation of the utterance to the Di-

alogue Manager. The Dialogue Manager performs seman-

tic analysis to determine the domain of the utterance (e-

mail or calendar), pragmatic analysis to identify objects ref-

erenced by the user (e.g. messages, folders, appointments,

days, etc.), task delegation to request the specialist task as-

sistants to process the user’s utterance, and response gener-

ation to convert the responses to spoken and GUI output.

3. Experimental Method

There were 10 users, 5 male and 5 female, involved in the

study. All were native Australian English speakers, ranging

from 18 to 45 years old. All had no or limited experience us-

ing spoken dialogue systems.

The test consisted of 12 tasks with varying levels of dif-

ficulty, ranging from small tasks such as finding a single e-

mail message to more complex tasks, requiring the user to

move between the e-mail and calendar domains, as listed

in Table 1. Mindful of the low task completion rates re-

ported in the SmartKom evaluations [3] and the difficulty

in analysing system performance over long intervals, we

wanted tasks that were not too difficult for the user, in that

we anticipated most users would complete the majority of

tasks, though perhaps with some difficulty. On the other

hand, we did not want tasks that were too easy in that they

could be achieved simply by “reading out” the task descrip-

tion as a query to the system. Thus we chose a range of

tasks, from those that could be solved using just one or two

utterances to more complex tasks that would require several

utterances to complete. The tasks were specified in a way

that required the user to reformulate the task statements into

language that could be understood by the system, and, for

the more complex tasks, to plan a sequence of utterances.

The experiment ran over two sessions. During the first

session, a voice model of the user was created by having

them read two 15-minute passages. The user took a 30-

minute break as the voice data was processed. The first

training session then commenced. The user was given sev-

eral pointers on how to use the system and they were then

asked to work through a series of simple training examples.

If required, users were coached on how to speak to the sys-

tem by a facilitator when completing the training tasks. Al-

though the examples were structured in such a way that they

could simply be read out, users were not told this. Instead,

users were strongly encouraged to try different ways of per-

forming the same task, e.g. phrasing requests as a question

or using different wordings, particularly wordings that re-

flected how they themselves would phrase a question or

statement. The speech output of the system was shown to

the user in a text box at the bottom of the screen, so users

could adjust their speech in the light of speech recognition

errors, e.g. to better articulate misrecognised words.

The second session involved further training and then

testing. Firstly, the user was asked to work through the same

set of simple training examples. The user was then given the

more difficult test tasks and asked to work through them at

his or her own pace. During training and testing, users were

not allowed to use the PDA stylus except for scrolling and

pressing the speech button, before starting and after stop-

ping speech. Users were again able to see the speech recog-

nition output in the text box on the PDA screen.



Task Instruction Description

1 Find the e-mail from John Lloyd. E-mail search

2 Find your appointments for next week. Appointment search

3 Find all e-mails which were sent to you today. E-mail search

4 View the list of e-mails in the ‘Seminars’ folder. Folder search

5 Schedule a meeting with Kathy about the budget, for tomorrow at

11 am.

Appointment

schedule

6 Check that you have an appointment on Friday at 11 am. Resched-

ule it to Monday next week at 2 pm.

Appointment search,

reschedule

7 Check that you have an appointment for Tuesday next week at 3

pm. Then delete it.

Appointment search,

deletion

8 You are looking for an e-mail from Paul Compton about the project,

which you know he sent to you last week sometime. Please find and

read his e-mail.

Complex e-mail

search

9 Find out what time your appointment with Jessica is today. Appointment search

10 You have received e-mails about the war with Israel. Please find

and then delete all of them.

E-mail search,

deletion

11 Find all e-mails about seminars and move them to the ’Seminars’

folder.

E-mail search,

archive

12 Find your e-mails for today. Read the message from Kate and com-

plete any requests that the sender has asked of you.

E-mail search and

appointment search,

reschedule

Table 1. Evaluation Tasks

4. System Evaluation

The design of the Dialogue Manager, and in particular,

the strategies used for achieving robust natural language in-

teraction, is based on the assumption that there will some-

times be serious speech recognition errors that will ad-

versely affect the performance of the overall system, so that

a major function of the Dialogue Manager will be to recover

from such errors. Accordingly, the first aspect of our evalu-

ation is to determine the nature and extent of these errors in

practice, in order to validate this assumption.

To gain an accurate idea of how well the speech recog-

nition system performs, we measure the percentage of

concept-words correctly recognised by the speech en-

gine. We consider that each utterance consists of several

concepts that are required to be fully and correctly recog-

nised for the system to determine the user’s intention.

These concepts correspond to objects in the system, such

as the type of requested task, the name of a folder, a per-

son’s name, etc. We define the concept-words as the words

in the utterance that denote these concepts.

Figure 2 shows the concept-word recognition rate per

user over the session. We were interested both in the recog-

nition error rate over the concept-words for each user and

the variation between users. Based on the uniformity of the

Australian accent for native speakers, we expected there to

be relatively low variation in concept-word error rate be-

tween users. The concept-word recognition accuracy per

user ranged from 82% to 91%, with an overall average of
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Figure 2. Concept-Word Recognition

87%, which validates our basic assumption that the speech

recognition system produces errors that necessitate recov-

ery by the Dialogue Manager. However, more tellingly, the

number of utterances with no errors in concept-word recog-

nition ranged from 56% for user (10) to 82% for user (7),

with an average of 67%, indicating that a high proportion of

utterances input to the Dialogue Manager either contained

errors or were missing some important information. The

wide variation in the number of utterances without concept-

word errors shows that the accuracy of the speech recogni-

tion software across the group of users, in our experimen-

tal setup, was highly sensitive to the user’s accent and/or the

technical limitations of the hardware.



To analyse the performance of the Dialogue Manager

at the utterance level, we measure the occurrence of two

types of system responses, not mutually exclusive: unex-

pected and inappropriate responses. Unexpected responses

are those responses that, from the point of view of the user,

are not expected given their actual utterance and their inter-

pretation of the current conversational context. Inappropri-

ate responses are those system responses that are incorrect,

assuming that the concept-word recognition is 100% cor-

rect. Thus an inappropriate response points to either an er-

ror in the Partial Parser or Dialogue Manager, or a limita-

tion in the language handled by the system.

Misrecognition of a concept-word typically is difficult

to recover from, and usually gives rise to an unexpected

response for the user. Our analysis attributes each unex-

pected response to a failure of one (or more) system compo-

nents, speech recognition, Partial Parser or Dialogue Man-

ager. The statistical distribution of these sources of unex-

pected responses is shown in Figure 3, where in the case of

multiple sources, the failure is attributed to the first compo-

nent producing an error. Of 569 utterances in total (over all

users and tasks), there were a high number (202) of unex-

pected responses (36%). However, it can also be seen that,

as expected, most of these (122) were due to speech recog-

nition errors. This shows that a major function of the Dia-

logue Manager is indeed to recover from such errors to pro-

duce an acceptable continuation of the dialogue.
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Figure 3. Source of Unexpected Responses

When the speech recognition output is highly erroneous,

the Dialogue Manager can typically only request to the user

to repeat their utterance. However, in many cases, the Di-

alogue Manager is able to produce a specific clarification

request, a request for information that was missing or incor-
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Figure 4. Number of Clarification Requests

rect in the speech recognition output, e.g. Which appoint-

ment do you want to delete? To measure the effectiveness

of this type of error recovery across users, we examined

the number of clarification requests given by the system,

shown in Figure 4. Further analysis of the clarification re-

quests in relation to the unexpected responses (Figure 3)

shows that the Dialogue Manager was often able to iden-

tify a specific problem in the speech output, and so produce

a relevant clarification request for the required information.

The Dialogue Manager is designed to achieve an accept-

able level of flexibility and robustness. Given the high like-

lihood of speech recognition errors, the range of language

constructs accepted by the system is restricted so as to re-

duce the effects of compound errors (i.e. dialogue manage-

ment errors produced as a result of previous speech recogni-

tion errors), although we emphasise that there is still a wide

variety of constructions that can be used. As a result, the

system is likely to produce an unexpected response when

the user’s constructions fall outside the scope of the sys-

tem’s language. Moreover, users were not informed in ad-

vance of these language restrictions, but were expected to

discover them during experimentation.

The idea behind the definition of inappropriate responses

is to quantify the correctness of the Partial Parser and Dia-

logue Manager, factoring out the negative effects of speech

recognition errors, in order to measure the robustness of

these components. Of the 569 utterances in total, there were

87 inappropriate responses, attributable to the Partial Parser,

the Dialogue Manager and (in one rare case) the back-end

assistants. 55 of the inappropriate responses (63%) were at-

tributed to the Dialogue Manager. The distribution of in-

appropriate responses over all users is shown in Figure 5.

There are a wide variety of sources of error, but there are

two main causes: inability to identify the object being ref-

erenced in the user utterance, and, closely related, inability
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Figure 5. Source of Inappropriate Responses

to extract the correct object attributes. For example, a com-

mon problem in identifying an object was referring to an ap-

pointment by its title, e.g. conference paper in answer to the

clarification questionWhich appointment?However, the Di-

alogue Manager expects users to provide a structured refer-

ring expression such as the appointment about conference

paper. Problems extracting object attributes are similar, e.g.

the result of using constructions such as the appointment

regarding conference paper, where regarding is not under-

stood by the system. It might be thought that the language

coverage could be improved by simply extending the Par-

tial Parser with an additional rule, however while this will

suffice in some cases (e.g. the use of regarding), the prob-

lem is that the additional rules may increase the potential for

other types of error, as in the case of constructions such as

the health care appointment. Hence we believe it is prefer-

able overall that users are restricted to more easily inter-

pretable constructions.

Figure 5 shows the number of inappropriate responses;

the converse is that for 85% of utterances, the Partial Parser

and Dialogue Manager were able to interpret their inputs

correctly to perform their intended functions, even in the

presence of speech recognition errors. In summary, the

overall system achieves a high level of robustness across

multiple users by using a variety of strategies.

Finally, to measure the degree of task completion, we

adopted a scoring scheme inspired by that used in the

SmartKom evaluations, Schiel [3]. Users received 1 mark

for a task successfully completed, 0.5 marks if they com-

pleted the task with help on wording from the experimenter

(e.g. advice on pronunciation of words), and 0 marks for

a failure to complete the task or if the subject completed

the task but with excessive help from the experimenter (e.g.

help in solving the problem).

The overall system is robust in the sense that users were

largely able to complete their assigned tasks. Our evalua-

tion showed a very high average score (10.6 out of 12) over

the set of users. There were 14 task failures in the 120 tasks

(12 tasks for 10 users): 4 due to the subject giving up and 10

other cases in which the task results were incorrect (some-

times without the knowledge of the subject). The failures

were for tasks (5), (6), (10), (11) and (12). Those for task

(5) were mainly due to speech recognition errors for proper

names (e.g. Kathy misrecognised as the); if an appointment

was created but the meeting attendee name was incorrect,

this counted as a task failure.

5. Conclusion

In this paper, we have described a dialogue manage-

ment system to handle speech recognition errors from third-

party speech recognition software. We then investigated

the performance of our Dialogue Manager by measuring

the number of unexpected and inappropriate responses. As

expected, many of the unexpected responses were due to

speech recognition errors; the inappropriate responses were

due to a variety of factors, but mainly to the use of vocabu-

lary or language constructions outside the scope of the sys-

tem, making it difficult for the system to determine which

objects were referenced in the user’s utterances. Although

speech recognition was not perfect, the Dialogue Manager

generally was able to respond to the user reasonably, even

in the presence of speech recognition errors.
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